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Abstract—In this paper we present our software framework for
robotic applications, jde-neoc. This is the second implementation
of our cognitive behavior-based architecture JDE, and it is aimed
to overcome some of the limitations observed in three years using
the first one. jde-neoc uses schemas as the basic component of
robot applications, which are combined in dynamic hierarchies
to unfold the global behavior. Each schema is built separatedly
into a plugin and dynamically linked to the framework when
needed. It keeps its own graphical user interface. Some tools like
a hierarchy oscilloscope and a 3D sensors-and-motors GUI have
been created and added to the framework.

Index Terms—Robot programming, Intelligent robots, Pro-
gramming environments, Mobile robots.

I. INTRODUCTION

BEYOND the sensor and motor capabilities, the intelli-
gence of a robot lies on its software. For simple behaviors

almost any software organization works. If we want the robot
to unfold complex behaviors or integrate several functionalities
in the same system then good organization principles and a
good software architecture make the difference.

Robot programmers have to deal with heterogeneous hard-
ware and software. There is no widely accepted software stan-
dards to develop robot applications. In the last years, several
frameworks and middleware have been created to help in that
task. Robot manufacturers and private companies provide their
own development kits. ARIA from ActivMedia, ERSP from
Evolution Robotics, Open-R from Sony and Microsoft Robotic
Studio are just a few examples. Many universities and research
centers have also created their own frameworks. For instance,
Player/Stage [9][12][22], Carmen [16], Marie [10], Miro [20],
CLARAty [17], etc.

Each framework encapsulates functionality in different
ways, providing different abstraction levels and making easier
the generation of complex behavior. Modern middlewares
provide methods to reuse code or behaviors in order to
increase productivity. They impose several constraints to the
organization of the robot software and split functionality into
small building blocks or components that are amenable to
reuse.

Traditionally the organization of the robot capabilities to
unfold autonomous behavior has been the focus of robotics
research. Reactive, behavior-based, deliberative and hybrid
paradigms are the most relevant schools. The cognitive archi-
tectures provide valuable guiding principles to organize the
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robot software. In addition, as any other computer science
area, robot programming can also take advantage of the most
advanced techniques and tools from the software engineering
(object orientation, design patterns...).

Cognitive basis are interesting as they propose a method-
ology to face robot behavior generation. They also provide
abstractions easy to understand. This is important in academic
environments with high programmer rotation, like ours, where
the learning curve must be minimized. For all these reasons
we developed the jde-neoc framework following our JDE
cognitive architecture. After using jdec for three years we
have found several limitations of this framework so we started
the jde-neoc framework development. In this new platform we
solved various drawbacks of jdec.

In the second section the cognitive architecture JDE under-
lying jde-neoc is briefly presented. It provides the schema and
hierarchy concepts that will be used in the rest of the paper.
Third section describes jdec, the first implementation of JDE,
its features and limitations to develop robotic applications.
Fourth section describes the jde-neoc framework, the new
component-oriented implementation of JDE. Finally, some
conclusions summarize the lessons learnt and current state of
the project.

II. JDE COGNITIVE ARCHITECTURE FOR ROBOT
APPLICATIONS

The idea of hierarchy has been widely used to cope with
complexity in robotics. Hybrid cognitive architectures have
successfully been used in the last years. Their ability to
combine deliberation and reactiveness is very convenient for
robotic applications. The behavior-based architectures are an-
other approach to the idea of hierarchy that have received
support in several works [2][18][21][5]. They have also proved
useful in game AI to generate the behaviors of artificial virtual
creatures [3][14].

Our software frameworks are all based on JDE, an ethology
inspired and behavior-based cognitive architecture [8]. The
goal of this architecture is to reduce the overall system com-
plexity with a divide and conquer approach, similar to some
hierarchies proposed by ethologist to explain the behavior
generation in animals.

A. Schema as the behavior unit

The JDE main component and building block is the schema
[1]. A schema is a task-oriented piece of software that is exe-
cuted independently. At any time there can be several schemas
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in execution. Each one is built to complete a particular task
or to achieve some goal or mission. A schema in JDE: (1) is
tunable, it continuously accepts some parameters to modulate
its behavior; (2) is an iterative process that makes its work by
periodical iterations, providing an output at the end of each
one; and (3) can be stopped or resumed at the end of any
iteration.

To generate autonomous behavior in a robot perception
and control must be faced. They both are complex and their
fragmentation into smaller units reduces the complexity of
the subproblems faced in each fragment and makes easier
their reutilization. Accordingly, there are perceptive schemas
and motor schemas. Perceptual ones transform sensor data or
simple information into more complex stimuli that can be used
by other schemas. Motor schemas access to perceptual data
and generate control outputs which can be motor commands
or activation signals for other low level schemas (perceptual
or motor) and their modulation parameters.

Each schema has an associated state. The state defines the
current schema’s activation level. For example, a perceptive
schema can be in any of SLEPT or WINNER states. Motor
schemas have preconditions, they can be in four different
states: SLEPT, CHECKING preconditions, READY or WINNER.
Those states are closely related to how action selection is made
in JDE.

B. Combination in dynamic hierarchy

Hierarchy appears because a schema can take advantage
of the functionality of others to perform its mission. This is
implemented in JDE by means of coactivation and continuous
modulation. This coactivation can be recursively repeated, so
various levels appear, where the low level schemas are awaken
and modulated by the higher ones.

The hierarchy that JDE proposes is not the classical one
based on direct function invocation, where the father activates
a son to carry out a mission and waits for the result while
the son does the job. Instead, JDE understands hierarchy as a
co-activation that only means predisposition. In JDE, a father
can coactivate several sons at the same time, because this does
not mean that all the sons gain control of the robot. Their
real activation is left to an action selection mechanism that
continuously selects which one gains control at each iteration,
according to the current goals and current environment situa-
tion.

JDE claims that such hierarchical organization provides
many advantages for robotics like bounded complexity for
action selection, action-perception coupling and distributed
monitoring. At the same time, this type of hierarchy does
not lose the reactivity needed to face dynamic and uncertain
environments.

This hierarchical activation is the skeleton of the collection
of schemas, and several competitions among brothers take
place, one at each level, to avoid incoherent behavior and
contradictory commands to actuators. There is only one winner
per level. A motor schema may command to actuators directly
or may awake a set of new child schemas. These children
will execute concurrently and they will in conjunction achieve

Fig. 1. JDE hierarchy. Motor schemas are represented by circles and
perceptual schemas by squares. Current WINNER schemas are shaded.

the father’s goal while pursuing their own. The continuous
competition between all the actuation siblings determines
whether each child schema will finally get the WINNER state
or will remain silent in CHECKING or READY state. Only the
winner, if any, passes to the WINNER state and is allowed
to send commands to the actuators or spring its own child
schemas.

The father activates the perceptive schemas that provide the
information needed to solve the control competition between
its actuation children and the information needed for them
to work and take control decisions. The chain of activa-
tions creates a specific hierarchy of schemas for generating
a particular global behavior (figure 1). All awake schemas
(CHECKING, READY and WINNER) run concurrently, similar
to the distribution found in behavior-based systems.

Once the father has awaken its children it keeps itself
executing, continuously checking its own preconditions, mon-
itoring the effects of its current children, modulating them
appropriately and keeping them awake, or maybe changing to
other children if they can face better the new situation.

Hierarchies are specific for each global behavior. They are
built and can be changed dynamically: at a given level, the
current winner among brothers may change if the environment
conditions or the final goals of the robot were modified. In
such a case the hierarchy under that point would also be
modified: All the active schemas underneath the previous
winner would then be consequently deactivated, and a new
tree generated under the new winner. The hierarchy adapts to
the new situation or goals reconfiguring itself. Depending on
the relevance of the modification, the change in the hierarchy
will start at a level close to the root node or lower.

III. JDEC: C IMPLEMENTATION AND ITS LIMITATIONS

The JDE cognitive architecture was implemented, written
in C language, in the jdec software platform. The reference
hardware that jdec supports is the Pioneer robot of figure 3.
jdec has been the framework for many robot applications in
our group, both research and academic, for three years. Many
schema based behaviors have been developed: person fol-
lowing [6], laser-based and vision-based localization, Virtual-
Force-Field reactive navigation, Gradient-Path-Planning delib-
erative navigation [7], etc1.

A. Schema
In jdec the schemas are implemented as threads, one per

schema. All of them follow the skeleton shown at figure 2.

1More information can be found at www.robotica-urjc.es
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initialization code
loop

if (slept) stop the schema
action selection

check preconditions
check brother’s state
if (collision OR absence)

father arbitrates
if (winner) then schema iteration
msleep

end loop

Fig. 2. Pseudo-code of an schema in jdec

When active, each schema executes iterations. All the task
dependant code lies in the iteration function, which is called
periodically at a controlled frequency.

Following the JDE action selection mechanism, a motor
schema continuously checks its preconditions and the state
of its brothers. In case of none (control collision), two or
more brothers (control overlap) fulfilling their preconditions,
it invokes the arbitration function at the father level. The
schema that wins the current control competition at that level
of the hierarchy gains the WINNER state and executes its
schema_iteration in that iteration. Perceptive schemas
do not compete in the action selection and always gain the
WINNER state without problems.

The iterative execution avoids excessive CPU consumption
and forces to design the application in a reactive way. For
instance, instead of having a ”rotate-90”, command we pre-
fer the loop “rotate-rotate-...-rotate-stop”, where the iteration
realizing that no more rotation is need directly stops the
motors. This is very convenient to reactive applications and
also provides room to deliberative schemas that use plans as
resources instead of explicit courses of action.

B. Hierarchy

Each schema provides a set of shared variables to com-
municate with other schemas. Such communication is carried
out by shared memory in a very efficient way, using mutexes
to prevent race conditions when needed. This is fully asyn-
chronous and straightforward as all schemas are threads of
the same process.

First, the schema defines and updates continuously its output
variables when is in WINNER state. They are offered to other
schemas, which can read them. For instance, they can be
used to store the outcome of a perceptive schema. Second,
the schema defines and continuously reads its modulation
variables when WINNER. Other schemas may write there the
modulation to bias the current behavior of the schema, mainly
its father. The interaction is not constrained to a given instant
(as in the parameters of a function invocation) but carried
out as a continuous modulation, which may change from one
iteration to the next.

The API to the robot hardware itself (figure 3) is a set of
global variables: on the one side sensor variables like encoders,
laser, etc. that schemas may read and, on the other side, motor

Fig. 3. Reference robot, sensors and actuators

variables like rotation and translation speeds, position of the
pantilt, etc. that schemas may write.

C. Limitations

To write a robot application the programmer has to design
it in schema terms. Each schema is written in two separate C
files: myschema.h with the declaration of shared variables
of the schema, and myschema.c with their definitions and
implementation. Both are compiled together in a single C
object module. All the schemas of the application are statically
linked together in the executable.

In order to speed up the development, there is a schema
template with common parts of code ready to reuse, so the
programmer focuses herself just on the iteration function of her
schemas, their preconditions and their arbitration functions.

Although schemas were designed to ease the component
reuse, in practice, such a reuse in jdec is still a difficult task.
Each application starts from the bare software platform and
adds its own schemas. There is a strong coupling between
schemas and it is difficult to remove the dependences between
object modules. Moreover, adding the graphical interface of a
schema requires the modification of the system GUI, as it is
unique for the whole application.

Using shared variables opens the door to name collisions.
All the schema variables are joint in a single name space.
The variable names must be unique in a given application, but
the system does not provide mechanisms to detect that two
schemas in the application offer different variables with the
same name.

IV. JDE-NEOC SOFTWARE ARCHITECTURE

With the limitations of the first implementation of JDE in
mind, a second one has been designed and developed from
scratch. It is named jde-neoc [19]. Its main goal was to
improve the component-orientation of the framework in order
to ease the development of new robot applications and favor
the component reuse. Another goal was to replace the old-
fashioned libraries underlying jdec by better, standard and



4 JOURNAL OF PHYSICAL AGENTS, VOL. 1, NO. 1, SEPTEMBER 2007

more portable libraries like Glib, GTK for visualization, etc.
New tools for debugging and development have been also
programmed and added to the framework, like the hierarchy
oscilloscope and the sensors-and-motors GUI.

A. Modules

In jde-neoc each schema is compiled separatedly into a
plugin, loaded and linked at run-time to the framework. This
provides more flexibility to the system. The components to
load for a given application are specified in a configuration file,
the framework will load them at the beginning of its execution.

In addition, the applications become more modular as they
are always composed of the framework executable and the
collection of plugins for the application itself (for instance
schema1.so and schema2.so files). Instead of having one
executable file per application, in jde-neoc the executable is
always the same, and it does not require to be rebuilt for
each application. Only the set of plugins change from one
application to another.

Another advantage of this approach is that improving the
code of the schema does not requires the recompilation of all
the applications that depend on it. It only requires building
the new release of the plugin. The programs will dynamically
link to the improved schema when loading the new release.

While in jdec there was a unique name space, with all
the symbols linked at building time, in jde-neoc each schema
keeps its own name space or symbol table. If one schema
needs some variable defined by another one, it must explicitely
import it at run time before using it. If one schema offers some
variable to the others, it must explicitely export it. The jde-
neoc infrastructure keeps updated a list of shared variables,
with all the variables exported by the schemas. It provides two
functions, getSchemaVar and putSchemaVar, to import
and export the variable’s symbol respectively. This way no
name collision can occur as long as there can be two or more
variables with the same name, but they will belong to different
schemas, and so, they can be treated indepedently. Unresolved
dependencies on those variables are properly reported when
found.

For other symbols required for one schema to run but not
provided by other schemas, i.e. symbols defined at a library,
the linking is the regular one, at building time.

The schema interface is more strictly enforced than in
jdec. Besides the exported variables, each schema must
define an API with several standard symbols and func-
tions that allow its use by other schemas and its integra-
tion in the hierarchy. For instance: schema_startup and
schema_suspend functions allow other schemas to activate
or sleep it, schema_interval variable is the modulation
parameter that determines the frequency of the schema itera-
tions.

Regarding implementation details, instead of using di-
rectly the dlopen and pthreads libraries, jde-neoc uses
GModule and GThreads types, both inside Glib, to im-
plement the plugins and the multithreading (one thread per
schema). This way the framework is more portable than the
old one.

B. Distributed visualization

Following the modular design, the Graphical User Interface
in jde-neoc is already distributed in several GUIs. Every
schema may integrate its own visualization code and show
its own window. There is no single window for the whole
application, and so, adding new schemas does not require the
reprogramming of any existing GUI. That was a drawback of
jdec, where the GUI was shared for all the available schemas.

The visualization is considered optional, an schema may or
may not have visualization code. In case of having it, its code
is included in the plugin. In addition, the schema GUI can be
activated or deactivated at will. Often it is useful only while
debugging, but not while the robot is in operation. The schema
API includes two functions: schema_gui_startup and
schema_gui_suspend to activate or hide it at will at
run time. They may be empty if the schema does not offer
visualization at all.

Fig. 4. 3D visualization of the robot

Regarding implementation details, the old-fashioned
XForms graphical library has been replaced by GTK, a
widely used library more powerful and standard. New
visualization code has also developed to show 3D sketches of
the robot, its laser and sonar readings, and the world around
(figure 4). This display is nicer than the old 2D one and uses
the standard OpenGL libraries. These libraries reduce the
computational load of visualization as it is carried out on the
Graphics Card not the main CPU.

C. New tools

Two new tools have been created and added to the jde-
neoc framework. They make easier the development of robotic
applications.

First, the visualization tool shown at figure 5, named
sensors-and-motors GUI. It displays the sensor values in a
graphical and intuitive way, for instance images from the robot
cameras, laser readings, etc.. It also allows teleoperation for
robot motors, both the robot base and the pantilt unit (red
crosses in the upper part of figure 5). This tool is useful to
check the proper functioning of sensors and motors, and to
manually move the robot without pushing or pulling it.
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Fig. 5. Tool for sensor visualization and motor teleoperation

Fig. 6. Hierarchy oscilloscope

Second, the management tool at figure 6 shows the col-
lection of the loaded schemas, their current state, its cycle
time among iterations and the current hierarchical relationships
among them. It allows the manual activation and deactivation
of their schemas (“play” column) and their GUI (“show”
column). This is very convenient when debugging the pre-
conditions of a set of schemas, to see which one really wins
the competition at each level depending on the current goals
and environment situations.

V. EXAMPLE

Beyond programming the whole jde-neoc infrastructure a
toy example has been also developed, just to check the frame-
work mechanisms for hierarchy, schema use, shared variable
list, etc. The whole infrastructure are about 7000 lines of C
code, including several drivers, in particular one that connects
jde-neoc to SRIsim simulator.

The toy behavior is the safe reactive navigation, and it is
generated with four schemas. The father, named example,
has null preconditions and it is alone at its level, so it is always
in WINNER state. The human user clicks with the mouse
on its GUI to specify the destination of the safe navigation
(red cross at figure 7). It coactivates three different actuation
schemas: go-on, vff and stop. Their preconditions are
approximately disjoint, so depending on the distance to the

Fig. 7. GUI of the example schema

closest obstacle only one of them will win the selection
competition and gain control of robot motors.

The go-on schema drives the robot towards the destination
point at high speed. Such destination point is its modulation
parameter and can be asynchronously changed by its father.
Its precondition is to have the rectangular shaded area around
the robot at figure 7 free of obstacles. The vff schema drives
the robot to avoid a close obstacle while approaching to the
destination point. Such point is also a modulation parameter
of this schema. Its precondition is to have an obstable in the
shaded area. Finally the stop schema brakes the robot motors
when there is any obstacle in a very close area around the robot
(the inner rectangle inside the shaded area at figure 7).

Fig. 8. Hierarchy state at given time, with cycle time in milliseconds

The hierarchy oscilloscope snapshot at figure 8 shows the
state of the system at a given time: the example schema
is the only one at the upper level, is WINNER. It has three
active children: go-on in CHECKING state as its preconditions
are not fulfilled, vff in READY state as its preconditions are
fulfilled, but it loses the control competition against stop
schema. This matches a situation where there is an obstacle
both inside the shaded area and inside the inner rectangle. The
control collision is detected by the children and the father,
through its arbitration function, chooses the winner between
stop and vff.

VI. CONCLUSIONS

A new component-oriented software framework for robotic
applications, named jde-neoc, has been presented. It is an
implementation of the behavior-based cognitive architecture
JDE and it was designed to overcome some of the limitations
observed in the prior JDE implementation, jdec.
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jdec probed to be good for reactive behaviors and those
not requiring a complex architecture. However it was difficult
to generate complex behaviors in jdec because it had some
limitations for the code reuse and integration.

In jde-neoc, the perception and control are distributed
among a collection of schemas. Each schema is a software
component with a clear API that is built as a plugin on a
separate file. The schema has its own name space, the symbols
required from other schemas are dinamically imported and
those offered to other schemas explicitely exported through
a shared variable list that jde-neoc provides. This approach
provides great flexibility to the robot application development.
Collision in variable names, typical at jdec, are no longer a
problem. There is no need to rebuild the whole system after a
schema improvement, only that plugin must to be recompiled.

The visualization is also distributed in schemas and can be
(de)activated at will in run time. It is optional, as the schema
may or may not have visualization code. In case of having it,
it will be included in the plugin.

Several powerful and standard libraries, like Glib and
OpenGl, have been selected as the base for jde-neoc,
making it more portable. In addition, new tools have been
developed and added to the framework: a sensors-and-motors
GUI and a hierarchy oscilloscope. They make application
developing and debugging easier.

jde-neoc is an on going project. The core software architec-
ture has been designed and fully implemented in C. We are
currently migrating from jdec to jde-neoc the drivers for the
different sensors, actuators, robots, and simulators available
at our laboratory. In the near future we intend to develop
new behaviors using this infrastructure in order to get the
experimental feedback about its real usefulness.
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Learning and Adaptation in Physical Heterogeneous
Teams of Robots

Josep Lluis de la Rosa and Israel Muñoz

Abstract—In this paper we present a novel approach to
assigning roles to robots in a team of physical heterogeneous
robots. Its members compete for these roles and get rewards for
them. The rewards are used to determine each agent’s preferences
and which agents are better adapted to the environment. These
aspects are included in the decision making process. Agent
interactions are modelled using the concept of an ecosystem in
which each robot is a species, resulting in emergent behaviour of
the whole set of agents. One of the most important features
of this approach is its high adaptability. Unlike some other
learning techniques, this approach does not need to start a
whole exploitation process when the environment changes. All
this is exemplified by means of experiments run on a simulator.
In addition, the algorithm developed was applied as applied
to several teams of robots in order to analyse the impact of
heterogeneity in these systems.

Index Terms—Heterogeneity, physical agents, robots, ecosys-
tems, robocup.

I. INTRODUCTION

MULTI-ROBOT Systems have developed extensively in
the last years and have drawn the attention of many

researchers worldwide. A considerable number of real applica-
tions of these systems have been applied to real-life problems
ranging from cleaning tasks and foraging to soccer [1].Multi-
Robot Systems can be classified as either homogeneous or
heterogeneous. Heterogeneity in these systems can be found
at two different levels: behavioural and physical. Robots can
differ in how they are programmed [2], in other words, how
they act depending on the information provided by the sensors.
Robots can also be different in their physical features, that is,
in their actuators, sensors, shape, size, etc. From the point
of view of physical heterogeneity robots may differ in which
tasks they are able to accomplish and in how efficiently they
perform the same task [3]. Most of the work done so far
has focused on homogeneous teams of robots and teams of
identical robots with heterogeneous behaviours. However, in
recent years heterogeneous robot systems have attracted more
and more interest. Teams of heterogeneous robots are often
assembled by combining several robots created previously for
different purposes. Efforts so far have focused on deploying
these systems, but little attention has been paid to the benefits
of using these systems and how their full potential might be
exploited.
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(IRTA) and a part-time lecturer at the University of Girona (UdG). E-mail:
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This paper attempts to address some of the key points
of this emerging field. We focus on learning and adaptation
in these systems and also analyse the benefits/drawbacks
of heterogeneity. The structure of this paper is as follows:
section 2 stress the motivation of heterogeneity, section 3
introduces the experimental environment, section 4 contains
the ecosystem based model for physical agents as robots,
section 5 explains the set of experiments which are analysed
in section 6. Finally conclusions are set in section 7.

II. MOTIVATION

Heterogeneous teams of robots raise several questions not
posed by homogeneous ones. These issues are:

A. How to exploit the full potential of heterogeneity

In the literature, the potential of these systems is generally
exploited through decision making. Most of the systems de-
ployed in real applications assign tasks to robots based on
the individual capabilities of each agent. One of the most
widespread methods is auctions. This is the case for MUR-
DOCH [4] and ETHNOS [5], in which each robot is aware
of their individual capabilities and the decisions are taken
considering the capabilities of the various robots available
to complete a given task. Tasks are assigned based on a
utility value created by each robot using information about
their capabilities. These co-operation strategies have two main
problems. On one hand, robot capabilities can change over
time. Therefore, decisions may be taken based on outdated
information, except if the robot is able to update their own
physical capabilities over time. This feature is implemented
by L-ALLIANCE [3], where robots performing a given task
are observed by other team-mates, so that robot capabilities
can be evaluated and updated. On the other hand, distributing
tasks based on the most appropriate robot for the task do not
guarantee the best team performance when there are several
tasks to be performed at the same time. One possible way to
solve this problem is by allowing agents to learn which is the
best task distribution based on the overall team performance.
However, the literature on heterogeneous systems does not
contain any work on learning in Multi-Robot Systems. In order
that robot capabilities do not overlap the decision making goal,
the different elements of the system need to be coordinated
efficiently. For example, in [6] three robots in charge of
assembling a structure co-operate through explicit coordination
using a layered architecture. In [7] the movement of two robots
with different features is coordinated using the information on
their controllers.
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B. Benefits of heterogeneous teams over homogeneous ones

The question of the benefits of heterogeneity in robot teams
does not have a clear answer. On one hand, the benefits of
heterogeneity are evident when all capabilities needed for
a specific task can not be built into one robot. However,
when robot capabilities overlap, these questions cannot be
answered. Only [3] was able to determine, in a group of robots
with overlapping capabilities performing several tasks, which
performance decreased as heterogeneity increased. The answer
to these two questions should help designers create and exploit
these systems. This paper addresses the first question in depth
by explaining and testing a new algorithm for learning in
a heterogeneous multi-robot system. The second question is
extensively analysed by summarising the results of applying
the algorithm detailed in the first part of the paper to a set of
homogeneous and heterogeneous robot teams.

III. EXPERIMENTAL DOMAIN

For this research robotic soccer has been selected as the
test-bed for several reasons. According to [8] RoboCup is
an attempt to foster AI and robotics research using a soccer
game as a representative domain in which a wide range of
technologies can be integrated and new technologies can be
developed. The framework of the RoboCup Physical Agent
Challenge provides a good test-bed to see how physical bodies
play a significant role in carrying out intelligent behaviours.
In addition, we are familiar with this domain, as we have
participated over the past years with a team of real robots
in several competitions around the world. The experiments
presented in this paper have been run on a simulator called
JavaSoccer that emulates the Small Size League in RoboCup.

IV. AN ECOSYSTEM BASED MODEL FOR PHYSICAL AGENTS

The literature on multi-robot and multi-agent systems repre-
sents a large amount of research aimed at enabling a group of
robots to learn and adapt (see [9] for a survey). However, most
of the approaches are not conceived for dealing efficiently
with heterogeneous members and, in particular, for learning
how to complete a joint task efficiently. One of the particular
features of these systems is the size of the state space. As the
components are different, the number of possible solutions to
the problem increases dramatically. One of the most interesting
works related to this research was developed by [10]. In this
work, sets of physical components (pump, heater...) learn to
participate in the negotiations to execute a given plan based on
their physical capabilities. Although this work presents some
interesting issues, it does not deal with the complexity of the
problem completely. This section leads to the selection of the
algorithm for this task.

Quite often researchers have turned to natural phenomena
to solve complex problems. One of the most popular sources
of inspiration is insect societies. The research done in this area
is also known as swarm intelligence and has been applied to
solve a huge number of problems (from telecommunications
routing to robot control) [11]. This research builds on two
different aspects: on one hand, a natural phenomenon that
allows task partition in animal and insect societies through

competitions among members [12] and, on the other, the work
done by [13] on chaos in distributed systems and the model
developed as a result.

Heterogeneity is an intrinsic feature of many insect and
animal societies. Insects usually live in groups or colonies and
work co-operatively towards the same goal. In these societies
tasks are partitioned according to the physical abilities of each
member of the colony (see [14] for detailed examples). One
of the phenomena that allows tasks to be partitioned is com-
petition among the members. Insects and animals (including
humans) that live in social groups establish a social structure
called dominance hierarchy within their groups. This hierarchy
serves to maintain order, reduce conflicts and promote co-
operation among group members. Each member of the group
has a position within the dominance hierarchy based on
the outcomes of interactions with other members. The tasks
that each member carries out depend on the position in the
hierarchy. In many cases, the resulting hierarchy is affected by
the physical features of the group members. This phenomenon
offers an example of how nature solves the problem of task
allocation in a heterogeneous system. A model has to be
defined to emulate this process for the purpose of learning
in heterogeneous multi-robot systems. Hogg and Huberman
[13] developed a model to study heterogeneous collections of
agents competing for the use of bounded resources. Agents
select resources depending on the number of agents already
using them and compute a perceived pay-off for their use. The
number of agents of a given type also increases depending on
how well each type of agent is performing with respect to
other types of agents. Although this model was developed to
study computational ecologies [15], it can be reformulated so
that it emulates the competition for responsibilities and tasks
in a group of agents depending on how well each member
is doing. The next section details how this model has been
adapted to deal with the problem of learning in heterogeneous
multi-agent systems.

A. Ecosystem description

The main aim of this model is to define how agents change
their preferences for performing a given type of task and
how they co-operate. This model is also referred to as the
ecosystem, as it models some phenomena observed in natural
systems. In this ecosystem a set of agents S = s1, s2, s3, s4, s5

competes for a set of roles R = r1, r2, ..., r10, r11 (represent-
ing a subset of responsibilities). In this explanation subindex
r stands for roles and subindex s for agents. Agents in this
ecosystem have different physical dynamical features and roles
are roles in a soccer team. These agents use the information
about the roles in the form of rewards to decide which roles
to use. The way these preferences and rewards are combined
is represented in a modified model of [13]. This approach
also allows the fitness (how well each member is doing
when compared with other members) of each species of the
ecosystem to be modelled. This fitness affects how agents
interact with each other, as well as each agent’s preferences.
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B. Role definitions

In this domain tasks are roles on a soccer team. Each
task contains a limited number of high level actions
(kickball,moveball, defendgoal, covergoal, regainball...),
some of which are shared by several roles. Rules propose
actions to agents depending on the position of the ball and
the player on the field who is taking the decision. Each
condition is a fuzzy variable, whose values are defined by
a fuzzy set. Each rule has a certainty (ϕ) associated with it
(φ ∈ [0, 1]). This value depends on the level of activation
of each condition and the operators (AND/OR). Conditions
and operators are combined together using fuzzy algebra and
implemented by means of a possibilistic approach. The roles
are: goalie, fullback, left/right defender, defensive midfielder,
left/right midfielder, centre forward, left/right winger and
central striker. Two or more agents can use one role at the
same time, as long as it consists of more than one action.
Each agent gets rewards when these roles are used.

C. Creating heterogeneous physical agents

Every agent in this ecosystem has different physical and
dynamical features. From experience, big robots are heavier,
as they carry more batteries and more material is needed to
assemble them. This affects the speed of the robot and its
dynamical behaviour. From our experience controller design,
controllers tend to be more accurate when they are designed
to control a robot that moves slowly, and this feature is also
affected by the accuracy of the vision system. On the other
hand, when a controller is designed to control (smaller) robots
with faster speeds, it tends to be more inaccurate. Bigger
robots can also have enough room to contain a powerful
kicking device, while this is not so easy for small robots,
whose kicking devices are not usually so powerful. Using these
ideas, heterogeneous players are created by building robots
ranging from fast, inaccurate, and with small kicking devices
to small, accurate and with powerful kicking devices (see Table
I).

The criteria applied to building the robots allow us to use
robots that can contribute in different ways to the team’s
overall performance, as each robot has unique features.

D. Rewarding actions

Agents use the rewards they get from the action they select
to compute their preferences and the fitness of each agent.
Rewards are given by taking into account several aspects:

• The player is situated properly on the field according to
the role it is fulfilling

• Ability to prevent the ball from going into the goal
• Goals scored
• Goals made
• Dribbling ability
• Ability to regain control of the ball
• Ability to move the ball forward.

As each agent can use any role at any given time, every
tw seconds (in this work 100 seconds) agent s adds all
rewards obtained over this period of time for each role

r (Rrs). Using additional information this agent tries to
estimate the possible rewards (Grs) if the given role had
been used at each decision step. Several parameters are
applied to compute this expected value.

• Each agent keeps track of its decisions and every tw
computes the number of times that role r has been
used (Prs), and then uses this value to compute prs

(normalising Prs for agent s).
• µrs is a confidence parameter that depends on the amount

of information available to calculate Grs, see 1. This
means that µrs = h(Prs). µrs ∈ [0, 1].

Grs =
Rrs

prs
∗ µrs (1)

Grs is also affected by the team’s performance. If the goal
margin is increasing with respect to the previous results, Grs

increases proportionally to each role usage. Otherwise, the
values of Grs decrease. This is modelled by the function learn.

Grs = learn(Grs, Prs) (2)

Next, Grs is rescaled and if the value is under a threshold,
values are not considered significant of agent preferences. This
is achieved by means of the function sclp, which assigns a
constant value to G′

rs if Grs is below a given value; otherwise,
the value G′

rs is proportional to Grs.

G′
rs = sclp(Grs) (3)

This function filters out rewards and discards those under
a given value, as they are not considered representative of
agents’ preferences.

E. Modelling agent

Preferences Once each agent knows its rewards it can start
the process of updating the model parameters, which are the
model agent preferences and the fitness values.

Preferences−frs

Given G′
rs, each agent s can compute its current preferences

Prs for each role r. This value is used to update
∫

rs
, which

can be understood as a weighted average of each agent’s
preferences over time. The average is helpful for several
reasons:

• Agents should be able to interact several times with the
same roles to evaluate the rewards they get.

• The preferences for each role are not only determined by
the physical features of the players and the opponents,
but also by the preferences of the rest of the team. This
is a dynamic process in which each agent decision affects
the rest of the team.

On the other hand:
• Agent preferences should be able to be updated quickly

when they change as a result of a change in the environ-
ment.

This value is used for the decision making process. High
values of

∫
rs

mean a high preference of agent s for role
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Agent Radius(cm) Translation Turning Kick
Velocity(m/s) Velocity(rad/s) Speed(m/s)

A1 7.0 0.25 5.28 0.50
A2 6.5 0.30 5.78 0.35
A3 6.0 0.35 6.28 0.30
A4 5.5 0.40 6.78 0.30
A5 5.0 0.45 7.28 0.20

TABLE I
AGENT FEATURES

r resulting in a higher likelihood of using this role. These
preferences can also change as a result of the changes in the
value Ns.

Fitness −Ns

Ns is used to compare each agent’s individual performance
with respect to the whole team and can be understood as the
fitness of each agent in the group. Above average values of
Ns mean that agent s is better adapted to the environment and
getting more rewards from it. This value is updated depending
on ηs , the current fitness using the latest rewards obtained by
each agent over tw. The motivation for using this average is
the same as the one for updating preferences (see Equ. 4,5, 6
and 7).

d
∫

rs

dt
= α(Nsprs −

∫
rs

) (4)

dNrs

dt
= γ(ηs −Ns) (5)

prs =
G′

rs∑R
r=1 G′

rs

(6)

ηs =
∑R

r=1 Grs∑S
s=1

∑R
r=1 Grs

(7)

This model deals with the way decision making is done at
two different levels. Each agent s tends to use the roles with
the highest preferences (

∫
rs

). When two agents think that role r
is best for them, then Ns plays a decisive role. This parameter
increases/diminishes the values of

∫
rs

, so agents with higher
Ns tend to win in these conflictive situations, resulting in a
hierarchical structure of the system, in which some agents
are dominant with respect to others in conflictive situations.
This aspect is detailed in depth in the next section: decision
making. F. Decision Making Agents co-operate in order to
accomplish their goals. This co-operation technique focuses
on reducing the number of conflicts between several agents-for
instance, preventing two or more agents from taking the same
decision. This consensus technique has been used in soccer
robotics [16] to reduce the amount of conflicts. The procedure
is the following: initially each robot takes the decision with the
highest certainty associated with it according to the revision
process imposed by the consensus technique for fuzzy rule
certainties. If two or more agents intend to take the same
decision, the one with the highest certainty wins. This process
is repeated until each agent has taken a different action. Agents

use their communication capability to exchange information
and reach agreement on their decisions. The revision process
is based on two parameters, Prestige (P) and Necessity (N),
which modify the value of certainties (ϕ). P is related to
each agent’s preferences. Both parameters have unique values
depending on each agent. Here both values are used without
a subindex for the sake of the explanation (see later on in this
section for more details).

Prestige performs a linear transformation over ϕ , as de-
scribed in (8).

ϕ′ = P (ϕ) = P ∗ ϕ (8)

Then, Necessity performs a non-linear transformation over
ϕ’ as described in (9).

ϕ′′ = N(P (ϕ)) (9)

Prestige can be understood as the confidence that an
agent has in one role. Higher values of Prestige mean high
confidence values for these roles. Prestige is a conservative
parameter. If an agent has a low confidence in a role, the
Prestige value will be very low. Here this value is assimilated
to the preferences of each agent.

Necessity is a parameter that increases ϕ’ according to the
necessity of the information source that is being revised. This
is a non-linear parameter that prevents agents from settling in
one/several roles too quickly.

In order to deal with the idea of preference for one role, the
value of

∫
rs

is used to assign the parameter Prestige (P) for
the certainty revision process (see (10)).

P =
1

1 + exp(
1

Nplayers∗Nrols−
∫

rs

k )
(10)

where k is a constant value.
The values of Necessity are computed depending on the use

of roles. We use this parameter to make sure that the robot
initially uses all the roles. As the agent interacts with the roles
and starts to show more preference for one or more roles, the
effects of this parameter tend to disappear (see (11)).

Nrs = exp(−δ ∗
∫ total

s

∗prs∫
rs

) (11)

where δ is a constant value and
∫ total

s
=

∑R
r=1

∫
rs
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Fig. 1. Team representation

Fig. 2. Role Usage

V. EXPERIMENTATION

This section describes how the algorithm works in two dif-
ferent situations: learning and adaptation. These two processes
are analyzed through several examples and the results are
presented.

One of the most interesting features of this algorithm is that
it not only allows a group of heterogeneous components to
learn how to perform a joint task co-operatively, it also allows
a group of agents to adapt to changes in the environment while
working as a team. In order to illustrate the explanations a
simplified view of the robot decisions has been developed.
Robots are represented according to their role usage, and each
role has a position on the field. An average position on the
field is determined based on the role usage of each robot. Fig.
1 displays the typical positions defined for each role.

A. Learning

Learning takes place through a self-organising process, in
which agents interact with the environment and other team-
mates. Team-mates interact through co-operation and compe-
tition to fill roles. The result is an emergent process in which
agents converge to roles.

Fig. 2 shows how the five robots used in the experiments
carry out the roles. Two different phases can be perceived in
this learning process: exploration and consolidation of agent
preferences. During the first phase agents interact with the
environment and tend to fill all the roles several times, which

can be observed in the middle field (in order to have a clearer
view of the results, the information represented is the average
of several periods). As initially, preferences are very similar,
the exploration of the environment is determined by Necessity,
one of the parameters that defines the consensus process.
Using this parameter ensures that all agents interact several
times with all roles. At this point in the process the team has
chaotic behaviour, as agents start using a given role but, a
few seconds later, switch to a different one. Agents start to
focus on a small number of roles, even though they are still
exploring the environment. After a given time, they usually
focus on two or three different roles, as their preferences for
them are slightly higher than for the rest of the roles. One of
the things that usually takes place at this point in the game is
that several agents may become interested in the same role.
This is due to the same factors detailed previously. This gives
rise to competition for roles, which emulates the competition
for limited resources that can be observed in animal societies.
Agents that have a similar interest in the same role tend to
fill the same role in turn, as the Necessity parameter allows
agents to explore other roles when the preferences are still very
similar. The result of this process depends on the following
factors:

• Opponent’s skills. The disorganised behaviour of the
system may keep the team from reaching attacking
positions, for instance, if the opponent has very good
attacking skills. This may force agents to focus on
defensive/midfield roles at the beginning.

• Physical features. Each robot’s physical features deter-
mine the number of rewards that each player can obtain;
the skills needed to fill a role usually depend on the
opponent.

• Other team-mates. Other team-mates often have a similar
preference for the same role. This situation can make it
more difficult for other agents to use a given role, as the
number of conflicts increase (two or more robots decide
to choose the same action in the same field area). This
may decrease the probability that other players select this
role.

During the last phase in the learning process, agents tend
to increase their preferences for the role that they were using
most of the time at the end of the previous phase. In some
cases, some players may finally switch to a different role as
a result of the increased order in the system. At the end of
this process a set of agents is assigned to different roles. The
whole process leads the team to develop a team formation
adapted to the opponent with very efficient role distribution
among the heterogeneous players. Results show that the result
of the learning process is that the team performs, on average,
around 90 % of the best hand-coded solution. However, this
result can be obtained in about 30 minutes of interaction, while
the hand-coded solution may take several days, as the designer
needs to know which robots are best suited to a given position
and a given opponent. If the opponent changes the designer
has to start the whole process again.

Fig. 3 shows how the score for a learning team and a
hand-coded team changes over time. The learning team is
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Fig. 3. Learning process

represented by the black line and the opponent by the dotted
line. Although initially the opponent performs better than the
learning team and the goal margin is increasing, the learning
team is able to self-organise and increase the number of goals
scored, while the opponent is only able to score a few goals
after step 20.

VI. ADAPTATION

One of most interesting features of this algorithm is that it
allows a team of agents to adapt/develop when it is working
and performing reasonably well. The key for this feature is
the concept of fitness (Ns) and the function sclp. As the
environment evolves (changes in the opponent’s behaviour or
in physical features of a robot), the amount of rewards that
each agent obtains from the environment also changes, thus
modifying the preference and fitness for each agent. In some
cases, agents do not get enough rewards to keep their current
role preferences (due to the filter imposed by sclp). In this
situation, these agents start to explore the environment again,
while the other members continue to fill the same roles. They
tend to settle into a different role, thus improving the team
performance in the new environment. Fitness contributes to
adaptation, especially when the physical features of one of
the members change as a result of a mechanical failure.

The following example analyses how the team is able to
adapt when one of the team components breaks down, as in
example A1. A1 is filling the role of striker when its speed falls
from 0.45 m/s to 0.15 m/s and its rotational speed from 7.28
rad/s to 5.28 rad/s. Its performance falls from a goal margin
of 80 goals to 30 goals. A3 and A2 are filling the roles of left
and right midfielder, while A5 fills the role of goalie and A4
that of defensive midfielder (see Fig. 4).

After the robot failure the team starts to evolve thanks to the
change in fitness. A2 tends to move towards more offensive
positions, while the other agents, except A3 which also plays
in attacking positions, keep their current positions. The reason
for these changes is that A1 is not able to play its striker
position efficiently any more, as a result of which its rewards
decrease, and thus its preferences for this role and the fitness.
This allows A2, and also A3, to participate more often in
attacking positions. This change in the team configuration
results in a better team performance, which jumps to a goal
margin of 60 (see Fig. 5).

Fig. 4. Team adaptation 1

Fig. 5. Team adaptation 2

Finally A2 replaces A1 in the role of striker and A1 fills
the role that A2 was filling. As A2 is damaged, A4 helps it
by playing on the right side of the field. As a result of these
changes in team configuration, the performance jumps to a
goal margin of 76 goals (see Fig. 6). This example shows that
the team is able to adapt while playing efficiently.

If the same fitness value is considered for each robot during
the entire process, the system is not able to fully adapt, that is,
the performance improves only slightly. This is explained by
the fact that the decrease in A1’s fitness allows other robots
to participate in A1’s tasks in attacking positions, as the other
members tend to win more conflicts with A1, in this example

Fig. 6. Team adaptation 3
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A2. As this robot tends to fills offensive roles more often,
the overall team performance increases, thus increasing the
rewards for A2 in the attacking roles.

VII. HETEROGENEITY ANALYSIS

The algorithm developed has been applied to a set of
homogenous and heterogeneous teams to analyze the ben-
efits/drawbacks of heterogeneity. Five homogenous and five
heterogeneous teams were built. Heterogeneous teams were
composed of a combination of the robots detailed in Table
I, while homogenous teams were composed of 5 identical
robots of each of the types described. These teams played
against 3 hand-coded teams that represent 3 different levels of
difficulty (easy, intermediate and difficult). Eighty simulations
were done for each case. Table II details the results of the
simulations as a goal margin. The best team against a given
opponent is assigned a 1 and the worst team a 0.

Results show that heterogeneous teams generally perform
better than the homogeneous ones: 4 out of 5 heterogeneous
teams perform better than the homogeneous teams. Analysing
each case individually, in two cases a homogeneous team
performed better than any heterogeneous team. Although H5 is
the best team against the third team, it is the worst against the
first and second teams. Heterogeneous teams tend to perform
more uniformly than homogenous ones. Their performances
show a considerably smaller variance. An in-depth analysis of
the results shows the following:

• Task specialization. Physical features demanded for a
given role depend on the tasks that must be fulfilled.
Heterogeneous teams present a wider range of capabili-
ties. Thus, a correct distribution of these capabilities may
result in better efficiency when the team performs the
different tasks.

• Flexibility. One of the features observed in the results is
that role distribution in a team of heterogeneous compo-
nents changes depending on the opponent. This means
that the features demanded for each role also depend on
the opponent. Thus, heterogeneous teams, on average,
tend to perform better because they can combine their
capabilities in different ways. Another feature observed
in heterogeneous systems is the surprising results of
combining skills when the components of the team co-
operate.

• Skills combination. There are several examples (HT1
and HT2, HT3 and HT4) where replacing a robot that
individually performs worse against the same opponent
results in a poorer team performance.

VIII. CONCLUSIONS AND FUTURE WORK

This paper has presented a novel approach to allow a
team of heterogeneous members to select the best roles for
them based on the other team-mates and the environment. In
addition, the algorithm detailed in this paper allows the team
of robots to adapt while still performing efficiently. Finally,
this algorithm was applied to several teams of homogeneous
and heterogeneous robots. The results have shed some light on
the question of heterogeneity in multi-robot systems. We will

extend this algorithm to other domains and other problems.
One of these new domains is Rescue [17], in which mainly
heterogeneous teams of robots are deployed to rescue people
after a catastrophe. The algorithm can also be improved so
that tight co-operation can be learnt. This model will be tested
using other decision-making processes.
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Team Performance Performance Performance Average
1 Team 2 Team 2 Team

H1 0.21989529 0.78571429 0 0.3352
H2 0.76963351 0.71428571 0.07476636 0.5195
H3 1 0.39285714 0.4953271 0.6293
H4 0.54973822 0.46428571 0.8411215 0.6183
H5 0 0 1 0.3333
HT1 0.7591623 0.91071429 0.8411215 0.8369
HT2 0.62827225 0.98214286 0.70093458 0.7704
HT3 0.68062827 0.39285714 0.80841121 0.6272
HT4 0.58638743 1 0.91121495 0.8325
HT5 0.68062827 0.71428571 0.57943925 0.6581

TABLE II
SIMULATION RESULTS
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A Fuzzy System for Detection of Interaction
Demanding and Nodding Assent Based on Stereo

Vision
Eugenio Aguirre, Miguel Garcı́a-Silvente, Antonio González, Rui Paúl and Rafael Muñoz-Salinas

Abstract—Despite of the advances achieved in the past years
in order to design more natural interfaces between intelligent
systems and humans, there is still a great effort to be done.
Considering a robot as an intelligent system, the determination
of some typical interaction situations is an interesting ability to
achieve. This paper shows a fuzzy system that allows the visual
detection of possible interaction demands and the shaking or
nodding of the head. To achieve this objective, the robot has first
to carry out the detection and tracking of the people using the
stereo vision system. Then, the level of interest of a person to
interact with the robot is calculated by analyzing his/her position
and the pose of his/her head. The head pose is estimated in real-
time by a view based approach using Support Vector Machines
(SVM). Whenever the level of interest achieves an high value,
the person is analyzed in more detail to detect the position and
the motions of his/her arms as well as whether the person is
shaking or nodding his/her head. This information is managed
by a fuzzy system to detect a possible interest demand or the
intention of the person to say yes or no using his/her head. At
the end of the paper, some experiments are shown to validate
the proposal.Finally, future work is addressed.

Index Terms—Human-Robot Interaction, Interest Detection,
Attention Estimation, Head Shaking and Nodding, Support
Vector Machines.

I. INTRODUCTION

NOWADAYS, the interaction between Intelligent Systems
and human beings is a topic that is focusing a great

research effort. In particular, within the area of Robotics,
the development of successful robotic systems applied to
service tasks in home and office environments implies the
generation of natural human-robot interfaces. In that sense,
important issues that must be taken into account are how
robots can detect the presence of people around them and
how do they recognize when and how long a person is
interested in establishing an interaction. In order to achieve
this goal, it is necessary to solve several problems. First, a
robot must be able to detect people in its vicinity and track
their movements over time [1]. Second, once the surrounding
people is spotted, it should be able to detect their interest in
establishing an interaction. In this task, several types of signals
from the human can be taken into account (both verbal and
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non-verbal). Some authors [2] use sound source localization or
speech recognition combined with visual perception to detect
which people are the most interested. In other cases, facial
expressions [3] or hand gestures [4] are analyzed.

This paper shows the effort carry out by our research
team in this topic and it represents a new step in the work
shown in the last edition of the Physical Agents Workshop
[5]. In this paper we are interested in the analysis of some
typical interaction situations that can be integrated in a more
complex system in a future. The proposed situations are: i)
the interaction demanding through the position or motions of
the arms; ii) the shaking and nodding of the head to express
assent or negation. These analysis are carried out using visual
information and dealing with the underlaying uncertainty and
vagueness through fuzzy logic.

A. Related Work
From a long time ago researchers have been fascinated by

the possibility of developing robots that could interact with
other people and robots. In the 1940s Walter [6] built a robot
capable of interacting with another in a seemingly “social”
manner, although there was no explicit communication or
mutual recognition between them.

Some years later, Deneubourg and his collaborators pi-
oneered the first experiments on stigmergy (indirect com-
munication between individuals via modifications made to
the shared environment) in simulated and physical “ant-like
robots” [7], [8]. This idea is based on the concept of colonies
of insects which are able to work for a common goal, although
each individual works alone.

Nowadays, social robots can be used in a wide range of
applications like toys, educational tools, therapeutic aids, etc.
As they play different roles (often operating as partners or
assistants with different people) they have to show flexibility
and adaptability. A survey and taxonomy of current applica-
tions is given in [9] where Fong et al. make a deep analysis of
most of the aspects to take into consideration when designing
a social robot.

This kind of robots have different shapes and functions
ranging from robots aimed to engage people in social inter-
actions (Kismet, Cog, etc.) to robots that are engineered to
adhere to social norms in order to fulfill a range of tasks in
human-inhabited environments (Pearl, Sage, etc.) [10], [11],
[12], [13].

Another aspect is that it may also be desirable for a robot
to improve its interaction skills over time. If we think about a
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pet robot that accompanies a child through his childhood we
will get to the conclusion that this kind of robot may need to
improve its skills in order to maintain the child’s interest as
he/she gets older. Learned development of social (and other)
skills is a primary concern of epigenetic robotics [14], [15].

In order to robots to behave and perceive things similarly
to humans they have to understand and react to the world
and its situations as humans do. Furthermore they should
have an intrinsic notion of sociality, develop social skills and
bond with people, recognize social context and convention
and show empathy and true understanding. At present, such
robots remain a distant goal [16], [14]. Contributions from
other research areas such as artificial life, developmental
psychology and sociology [17] are of extreme importance for
the achievement of these goals.

Their embodiment is also an important issue. To be easily
accepted in the society, they should have the most adequate
aspect related to the function they will execute [18]. For
example, a robot that is designed for playing the role of a
dog, should not just “bark” or behave like a dog but also have
the morphology of a dog in order to be accepted by an human
being as this species of animal.

Social robots also need human oriented perception. This
means that they should be able to track people and human
features such as bodies, faces, hands and others, to interpret
human emotions including affective speech, discrete com-
mands and natural language and to recognize facial expres-
sions, gestures and other kind of human activity. Simulating
human-like emotions is also a desirable task to achieve. For
that reason it is also considered as an important and still under
development topic in Human-Robot Interaction.

B. Our System

Our hardware system is comprised by a Nomad 200 mobile
robot, a stereoscopic system with a binocular camera [19] and
a laptop for processing all the data (see Fig. 1). The camera
and the laptop are mounted on the top of the robot structure.

People detection and tracking problems are solved thanks to
an own previous work based on stereo-vision [20] using this
kind of vision device. The use of stereo vision brings several
advantages when developing human-robot applications. First,
the information regarding disparities becomes more invariable
to illumination changes than the images provided by a single
camera, being a very advantageous factor for the background
estimation. Second, the possibility to know the distance to the
person could be very useful for the tracking as well as for a
better analysis of their gestures.

Once the people are located, the level of interest of each
person to interact with the robot is calculated by analyzing
his/her position and his/her degree of attention. The position of
a person is analyzed using both his/her distance to the center of
the robot and his/her angle in respect to the heading direction
of the robot. With respect to the degree of attention, this is
determined detecting the orientation of the head, i.e., a higher
degree of attention can be assumed when a person is looking at
the system than when it is backwards. This analysis is solved
by a view based approach using Support Vector Machines

Fig. 1. Robot with stereo vision system.

(SVM)[21]. Thanks to SVM, head pose can be detected
achieving a great percentage of success independently of the
morphological features of the heads. Fusing this information
with fuzzy logic, a level of interest in interacting with the
robot can be computed for each detected person. When the
level of interest is high, the person is analyzed in more detail
to detect some of the interaction situations commented above.

The approach presented in this work is not only valid for
robotic applications but also in ambient intelligence that use
stereoscopic devices.

The remainder of this paper is structured as follows. Section
II gives a short overview of the hardware and software system,
giving a basic explanation of the method employed for the
people detection and tracking. In Section III it is explained
the SVM based approach to estimate the head pose and the
fuzzy system employed for estimating the interest of people.
In section IV it is described the method to detect the demand
for attention and head shaking or nodding. In Section V it is
shown the experimentation carried out, and finally, Section VI
outlines some conclusions and future works.

II. PEOPLE DETECTION AND TRACKING

The ability of detecting and tracking people is fundamental
in robotic systems when it is desirable to achieve a natural
human-robot interaction. They are achieved in our architecture
by combining stereo vision and color using plan-view maps.
Following, the process for people detection and tracking is
explained in a summarized way. The readers more interested
in this process are referred to [20].

Our robot has a stereo camera that is mounted on a pan-
tilt unit (PTU). The stereo camera captures two images from
slightly different positions (calibrated stereo pair) that are
transferred to the computer to calculate a disparity image
containing the points matched in both images (see Fig. 2).
By knowing the intrinsic parameters of the stereo camera it is
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Fig. 2. Left and right images taken by the camera and the corresponding
disparity image.

possible to reconstruct the three-dimensional position pcam of
a matched pixel (u, v). Then, the points captured are translated
to a “robot” reference system, placed at the center of the
robot at ground level in the direction of the heading of the
robot. Generally, the number of points captured by our stereo
system is very high. In order to perform a reduction of the
amount of information, the points captured by the camera are
orthogonally projected into a 2D plan-view map O named
occupancy map [22], [23], [24].

Before the detection process begins, the environment must
be registered. This step aims to register the structure and
motionless objects of the environment by building an environ-
ment model. In a posterior, phase it will allow us to detect
the objects that are not part of the environment and then
we will be able to consider them as movable objects. Our
approach is based on the creation of a geometrical height map
of the environment Hmax, that divides the ground level into
a group of cells a fixed size. Height maps have been used
in mobile robotics in order to describe the environment and
planning trajectories [25], [26]. The points identified by the
stereo system are projected on Hmax, storing the maximum
height of the projected points in each cell. To avoid adding
the points of the ceiling on Hmax, the points that overcome
the height threshold hmax are excluded from the process.
Due to efficiency reasons, the points below the minimum
height threshold hmin, are also excluded. The height range
[hmin, hmax] should be such that the majority the person’s
body to be detected should fit in it. On those cells Hmax(x, y)
on which there are no points located, we assume that there are
no objects and therefore the height is hmin. Instead of building
the height map from a single image, it is built from several
observations that are fused using the median operator. With
this method we can build the height map even in the presence
of moving objects in the environment.

In Fig. 3 we can observe the creation of the height map of
an environment. In this example the map has been created in

the presence of two persons moving in the environment. Fig.
3(b) shows the environment height map. Dark areas represent
the highest zones and the white areas represent the lowest ones
(hmin). To create this map we have used the size of cells δ = 1
cm and the range of height is hmin = 0.5 m and hmax = 2.5
m.

Once the height map Hmax has been created, the people
detection process can begin. The first step consists in creating
an occupancy map O, that indicates on each cell the surface
occupied by the objects that do not belong to the environ-
ment. For this purpose, after capturing a stereo pair of the
environment, stereo processing is performed. For each point
it is evaluated if its height is within the limits [hmin, hmax]
and if it exceeds the value of the corresponding cell in Hmax.
In that case, the equivalent cell in O is incremented by a
value proportional to the surface that occupies in the real
world. Points detected far from the camera, increment the
corresponding cell with a higher value than nearer points. So,
it is compensated the change in size observed for the same
object when it is seen at different distances. Hence, the weight
of its projection is independent of the distance.

When O is created, it is analyzed to detect the objects
that appear on it. The first step consists in applying a closing
process in order to link possible discontinuities on the objects.
Afterwards, objects are detected by grouping cells that are
connected and whose sums of areas overcome the threshold
θmin. In this way, we eliminate the potential noise that appears
as a consequence of the stereoscopic process. On Fig. 3(c) we
can observe the occupancy map O of the environment on Fig.
3(a) using a height map Hmax from Fig. 3(b). The darker
values represent the areas with higher occupancy density. On
Fig. 3(c) we can see two detected objects bounded with frames
after the closing process, grouping and thresholding. Finally,
Fig. 3(d) and 3(e) show the 3D reconstruction of the scene
of Fig. 3(a). While in Fig. 3(d) all the points detected by the
stereo system are shown, in Fig. 3(e) there are only drawn
those belonging to the foreground, i.e., those used for voting
in O.

The next step in our processing, is to identify the different
objects present in O that could correspond to human beings
(human-like objects). For that purpose, O is processed with
a closing operator in order to link possible discontinuities
in the objects caused by the errors in the stereo calculation.
Then, objects are detected as groups of connected cells. Those
objects whose area are similar to the area of a human being and
whose sum of cells (occupancy level of the object) is above
a threshold θocc are considered human-like objects. This test
is performed in a flexible way so that it is possible to deal
with the stereo errors and partial occlusions. However, the
human-like objects detected might not belong to real people
but to elements of the environment. The approach employed
in this work to detect a person consists in detecting if any of
the human-like objects found in O show a face in the camera
image. In Fig. 4.c it is possible to see an example of the
occupancy map with two objects detected.

Face detection is a process that can be time consuming if
applied on the entire image, thus, it is only applied on regions
of the camera image where the head of each object should
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Fig. 3. (a) Image of our environment containing two people. (b) Background map Hmax of our environment created in a previous phase. (c) Occupancy
map O of the Image a. There can be seen the two objects detected. (d) 3D reconstruction of the scene including both background and foreground points. (e)
3D reconstruction of the background points, i.e., those projected in O.

Fig. 4. (a) Image of the scene (b) Upper part of the objects in the scene that are analyzed to detect faces on them (c) Occupancy map O of the scene

be (head region). As the human head has a typical average
width and height, the system analyzes first if the upper part of
a human-like object has a similar size. If the object does not
pass this test, the face detector is not applied to it. This test
is performed in a flexible manner so that it can handle stereo
errors and people with different morphological characteristics
can pass it. If the human-like object passes this test, the
corresponding region in the image is analyzed to detect if it
contains a face. The face detector employed is based on the
face detector of Viola and Jones [27] which was later improved
by Lienhart [28]. We have employed the OpenCv’s Library
[29] implementation that is trained to detect frontal human
faces and works on gray level images. In Fig. 4.a we have the
camera image with the faces of the two previously detected
objects bounded by a square.

Once a face has been detected on a human-like object, a
color model of the person torso is created [30]. The idea is
to assist the tracking process by capturing information about
the color of the clothes of the user so that the robot can
distinguish him/her from other people in the environment.

Therefore, pixels around what it should be the chest of the
person are used. The position of the chest in the camera image
is estimated as 40 cm below the top of the head region. The
size of the region used to create the color model depends on
the distance of the person from the camera. When the object
is far from the camera the region used is smaller to avoid
including pixels from the background and it becomes bigger
when the object is near to the camera.

Tracking consists in detecting in subsequent frames the
human-like object that corresponds to the person being
tracked. The Kuhn’s well-known Hungarian Method for solv-
ing optimal assignment problems [31] is employed for that
purpose. Two pieces of information are combined (position
and color) to assign a value to each human-like object indicat-
ing its likelihood to be the person being tracked. On one hand,
a prediction of the future position of the person being tracked
is calculated using the Kalman filter. The nearer a human-
like object is from the position estimated for the person being
tracked, the higher likelihood it will have to be him/her. On the
other hand, color information is employed to achieve a more
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robust tracking. The more similar the color of a human-like
object is to the clothes’ color of the person being tracked, the
higher likelihood it will have to be him/her. Both likelihood are
combined so that when the person being tracked is near others,
color information can help to distinguish him/her. The human-
like object with highest likelihood is considered to be the
person being tracked if its likelihood value exceeds a certain
threshold. In that case, the Kalman filter is updated with the
new observations and also the color model of the person is
updated so that it can adapt to the illumination changes that
take place.

When the position of the person being tracked is located,
the system determines the location of his/her head in the
camera image. In this work, the head is modeled as an ellipse
whose size in the camera image is determined according to
the distance of the person to the camera. Firstly, the system
calculates an initial estimation of the head position in the
camera image based on stereo information. Then, the initial
position is refined by a local search process. For that purpose,
the gradient around the ellipse perimeter is examined in order
to determine the likelihood of a position using the Birchfield’s
method [32]. The position with higher likelihood is considered
the person’s head position.

III. INTEREST DETECTION

This section explains our approach for estimating the interest
of the detected people in interacting with the robot using fuzzy
logic. The approach presented in this work is based on stereo
vision but the system can be easily expanded to merge other
sources of information. The advantages of using fuzzy logic
are mainly three. Firstly, the robot has to deal with information
from the stereo system that is affected by uncertainty and
vagueness. Fuzzy logic is a good tool to manage uncertainty
using linguistic variables. Secondly, the human knowledge can
be usually expressed as rules. Fuzzy logic allows to establish
relationships among the variables of a problem through fuzzy
rules providing an inference mechanism. Finally, there are
methods in fuzzy logic to fuse the results from several fuzzy
rules in order to achieve a final overall result. Therefore, the
system designed in this work, based exclusively on stereo in-
formation, could be easily integrated with other fuzzy systems
using other types of information as source sound localization,
gesture analysis or speech recognition systems. In this work,
the determination of the degree of interest of a person is based
on its position and its degree of attention. The position of a
person is analyzed using both its distance to the center of
the robot and its angle respect to the heading direction of the
robot. The first feature is measured by the linguistic variable
Distance and the second one by the linguistic variable Angle.
Each one of these linguistic variables has three possible values
as shown in Fig. 6. These two variables are used to establish
the following rule: if the person is detected near to the robot
and more or less centered with respect to it, then we consider
that the person is more interested in establishing interaction
with the robot than when the person is far or at the left or right
side of the robot. Nevertheless, the position of the person is
not enough to determine his/her interest in interacting with

the robot. Thus, the third feature shown in this paper is the
person’s attention detected by the analysis of the pose of the
head. To detect the head pose we have employed a view based
approach using SVM that is explained in the next section.

A. Estimating face attention using SVM

One of the most prominent cues to detect if a person is
paying attention to the system is the orientation of the face, i.e.,
a higher degree of attention can be assumed when a person is
looking at the system than when it is backwards. This section
describes our approach for face attention estimation.

We have divided head poses in three main categories: “A”
that comprehends all the frontal faces (faces looking directly
at the camera), “B” that comprehends all the slightly sided
faces (faces looking to some point slightly above, below or
aside from the camera) and “C” that comprehends all the other
faces (side faces, faces looking at some point in the ceiling or
ground, backward heads). Figure 5 shows examples of each
one of the categories employed.

Fig. 5. Head Pose Estimation: Classes A, B and C.

We have created a head pose database comprised by a total
of 4000 samples equally distributed among the three classes.
The database contain images of 21 different people (men and
women), of different races, with different hair cuts and some
of them wearing glasses. The database samples were manually
classified into categories “A”, “B” or “C” according to where
people were looking at. All the images are gray-scale and
48x40 sized.

In order to reduce the data dimensionality, we have applied
Principal Component Analysis (PCA). PCA [33] is a technique
widely employed for dimensionality reduction. When using
PCA, an image is transformed into its principal components,
i.e., those that contain the “most important” aspects of the
data. PCA has the distinction of being the optimal linear
transformation for keeping the subspace that has largest vari-
ance. A key aspect in PCA consists in deciding how many
principal components are appropriate for a proper training.
A low number of characteristics reduces the computing time
required, but also reduces the accuracy since part of the
information is discarded, and vice versa. Therefore, we have
made tests with different number of characteristics and we
have determined that 50 characteristics allow a good trade-off
between classification accuracy and computing time.

The training process has been carried out using Support
Vector Machines. Two are main advantages of Support Vector
Machines over Artificial Neural Networks (ANN). First, most
of the modalities of ANNs can suffer from multiple local
minima while the solution supplied by SVM is global and
unique. Second, the computational complexity of SVM does
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not depend on the input data dimensionality, unlike ANNS.
For that purpose, we have employed the libsvm library (free
software available in Internet [34]). To certificate that results
were satisfactory before applying the model we trained the
SVM with 85% of the data set and kept the remainder 15%
to test the model generated. The result on the test set was of
93.14% of accuracy.

For each detected person the SVM classifier estimates
in real time the head pose in one of the three categories
previously indicated. The output of the SVM classifier is
translated into a numerical value by the definition of the
variable SV MOut. The value of SV MOut in the time t is

SV MOutt =


1 if output SVM = “A”;
0.5 if output SVM = “B”;
0 if output SVM = “C”.

However, SV MOutt is an instantaneous value that does
not take into account past observations. In order to consider
past observations, we define the variable HP(t) as:

HP(t) = αHP(t−1) + (1− α)SV MOutt (1)

where the initial value for HP is the first value of
SV MOut when the person is detected and α is a weighting
factor that ponders the influence of past observations.

To deal with the uncertainty and vagueness in this process
we use a linguistic variable called “Attention” and divide it
into “High”, “Medium” and “Low” values (see Fig. 6). This
variable will take as input values the measures of face attention
estimation considered by HP (Eq. 1). Figure 6 it is possible
to see the labels for the variable “Attention”.

B. Fuzzy system for interest estimation

Once the three linguistic variables have been defined, the rule
base that integrates them are explained in this section. The idea
that governs the definition of the rule base is dominated by
the value of the variable Attention. If the attention has a high
value then the possibility of interest is also high depending on
the distance and the angle of the person to the robot. If the
attention is medium then the possibility of interest has to be
decreased but like in the former case depending on the distance
and the angle. Finally, if the attention is low, it means that the
person is not looking at the area where the robot is located
and the possibility of interest is defined as low or very low
depending on the other variables. The rules for the case in
which Attention is High are shown by Table I. The other
cases are expressed in a similar way using the appropriate
rules. The output linguistic variable is Interest and has the
five possible values shown by Figure 6(d).

Finally in order to compute the value of possible interest,
a fuzzy inference process is carried out using the operator
minimum as implication operator. Then the output fuzzy sets
are aggregated and the overall output is obtained. The overall
output fuzzy set can be understood as a possibility distribution
of the interest of the person in the [0, 1] interval. Therefore
values near to 1 mean a high level of interest and vice versa.

TABLE I
RULES IN THE CASE OF HIGH ATTENTION.

IF THEN
Attention Distance Angle Interest
High Low Left High
High Low Center Very High
High Low Right High
High Medium Left Medium
High Medium Center High
High Medium Right Medium
High High Left Low
High High Center Medium
High High Right Low

IV. RECOGNIZING TYPICAL INTERACTION SITUATIONS

After estimating the interest as described in the previous
section, it is desirable that the robot centers its attention in the
person that is more interested in interacting with it. This person
could possible be willing to communicate with the robot in
different ways.

The goal in this section is to compute whether a person,
whose level of interest estimated before is high, is requesting
attention from the robot. We are interested in the analysis
of some typical interaction situations that can be integrated
in a more complex system. The proposed situations are: i)
the interaction demanding through the position or motions of
the arms; ii) the shaking and nodding of the head to express
assent or negation. These analysis are carried out using visual
information and dealing with the underlaying uncertainty and
vagueness through fuzzy logic.

After detecting the level of interest among the people in the
surroundings of the robot, the system detects if the person is
static (not moving or moving very slowly). If so, the system
analyzes whether the person is standing (rising or extending)
one or both arms as well as whether he/she is doing any
movement with any of them.

As during an interaction people tend to ask and answer
typical yes/no questions, we have also developed a method
employed to detect whether the ”interested” person is shaking
or nodding his/her head. This feature can be employed in a
more complex system, when the robot is able to, for instance,
ask questions to the user.

A. Gestures Detection

One of the most common ways to request somebody’s
attention using gestures is to raise or to shake one or both
arms. Therefore we focused our efforts in detecting whether
a person who might be interested in communicating is doing
this kind of gestures or not.

Using the information supplied by the stereo system it is
possible to know the position and distance at which many of
the image pixels are located, and therefore compute which
objects are part of the foreground. To achieve that goal we
use and algorithm based on the “Distance of Mahalanobis” to
separate the pixels that are part of the background from those
who belong to the foreground. The “Distance of Mahalanobis”
is based not only in the euclidean distance but also in the
correlation between two variables. Afterwards, we separate
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Fig. 7. (a) Silhouette of a person. (b) Silhouette image marked with area
for detecting raised arms (red). (c) Silhouette with red marked area and with
a raised arm inside it.

the objects and people belonging to the foreground, using
the information of the position of each person given by the
tracker. We apply a recursive algorithm called “Flood Fill” to
build an image of the silhouette of that person. This algorithm
computes whether the pixels surrounding the root pixel (the
pixel assigned to be the center of mass of the person) are
within a specific “distance” and, therefore, also belong to
that person. If so it continues to search for pixels in the
surroundings of the new pixels that were previously classified
as belonging to the person. When no more pixels satisfy this
condition we have the image of the mask of that person where
each pixel that belongs to the person has the information about
its distance to the camera and pixels not belonging to the
person are set to value 0. A more simple version of this image
is the silhouette of the person or the binary image of the person
as seen in Fig. 7(a). In this picture, pixels in white belong to
the person while pixels in black do not belong to the person.

By doing this it is possible to analyze if there are pixels
around the person’s body that could be part of a raised arm.
In our system we search for pixels that are not set to 0 in
an elliptic region around the person (see Fig. 7(b)). The inner
border of the ellipse is just next to the person’s exterior border
while the outer border of the ellipse is located more externally
in a way that any possible raised arm could fit inside the
elliptic region. In Fig. 7(c) we can see an example of the
silhouette of a person whose arm is inside the elliptic region,
indicating that the person is raising it or moving it. We only
examine the upper half of the ellipse because people’s arms
can never be below the hips whenever a person is standing
up. We define the linguistic variable RaisedArm that can
take three values represented by the labels “Zero” “One” and
“Two” (see Fig. 8) that represent the number of arms inside

the region according to the number of pixels.

As it is also possible that the person is moving his/her arms
forward in the region between the robot and the person, the
system also analyzes the distance between each of the person’s
pixel to his/her mass center. In this way is possible to analyze
the number of pixels that are not close to the mass center and
that could potentially be part of an extended arm. We set the
linguistic variable ExtendedArm to represent this situation.
This variable can also take three values represented by the
labels “Zero”, “One” and “Two” (see Fig.8) that represent the
number of arms inside this region according to the number of
pixels.

To analyze whether a person is moving an arm instead of
only raising or extending it, the system analyzes the number of
pixels in the last frames building an image made of the pixels
existing in the elliptic area (for a raised arm) or in front of the
person (for an extended arm) in the last frames. If a person is
moving one arm in that area, the number of pixels in the last
frames should be higher (double or triple) than for one arm that
is only raised or extended. Analogously, we set two linguistic
variables MovingRaisedArm and MovingExtendedArm
that can take also values “Zero”, “One” and “Two” (see Fig.
9) according to the number of arms given by the number of
pixels in both regions explained before.

This information is given to two parallel fuzzy systems that
compute the level of attention demand of each person. The first
one will compute the level of attention demand using only the
information about the number of raised and extended arms that
are not moving (based only in position) while the second one
will do the same using the information about moving arms in
both regions. The output from the first fuzzy system is called
RAP (Requiring Attention Position) while the output from the
second is called RAM (Requiring Attention Moving). These
linguistic variables are represented in Fig.8 and Fig.9. The rule
base for each one of the two fuzzy system is represented in Fig.
8(d) and Fig. 9(d). The fuzzy variable RAfuzzy (Requesting
Attention fuzzy) takes the maximum value of variables RAP
and RAM :

RAfuzzy = max(RAP,RAM)

The defuzzyfied value of RAfuzzy will belong to [0, 1]
interval and means the instantaneous level of attention demand.
This value is weighted with past observation in a similar way
than the shown in Section III-A.



22 JOURNAL OF PHYSICAL AGENTS, VOL. 1, NO. 1, SEPTEMBER 2007

Fig. 8. Fuzzy sets of the linguistic variables: (a) Raised Arm (b) Extended Arm (c) Requires Attention Position (d) Rule base of the fuzzy system

Fig. 9. Fuzzy sets of the linguistic variables: (a) Moving Raised Arm (b) Moving Extended Arm (c) Requires Attention Movement (d) Rule base of the
fuzzy system

B. Shaking or nodding of the head

When communicating with people, head shaking or nodding
is normally used to express agreement and disagreement with
others. Similarly, in an interaction between a robot and a
person, it is important to detect if the person is agreeing or
disagreeing with respect to some statement or situation during
the interaction process. Speech recognition could be used to
detect this kind of situation, but as people tend to shake and
nod the head while they speak, it could be a very precious
feature to recognize and add the detection of this kind of
gestures.

To detect this kind of situation the system uses the area of
the face given by the face detector. After obtaining the face
region, it is applied a Sobel filter to extract the gradient of the
face. Then it is possible to analyze the direction in which the
face has moved from the previous to the current frame. For
that purpose, we compare whether the region of the current
face image has moved to the surrounding pixels in the four
main directions (up, down, left and right). To achieve this,
the system computes the difference between the previous and
current image gradients (see the following equation).

SD =
n∑

i=0

m∑
j=0

|p(i, j)t − p(i, j)(t−1)| (2)

where n and m are the width and height of the face image
and p(i,j) the gray level of pixel i,j.

Equation 2 is used to compare the current image with
the previous image moved by a variable offset. After some
experiments we realized that comparing images moved in the

Fig. 10. Labels for variable Head Motion.

four main directions until a maximum offset value of 5 pixels
is enough to detect head shaking and heading.

At the end, it is chosen the one that has the smallest value,
indicating that it is the image most similar to the current one.
Therefore it is possible to know what is the direction (if any)
that the face has moved and how many pixels has it moved
(the speed at which the person is moving his/her face).

For each frame the system estimates in real time the
direction of the head in one of the five categories: up (U ), if the
direction that had the smallest error was the upper direction,
in down (D) if it was the down direction, in left (L) if it
was the left direction, in right (R) if it was the right direction
and in still (S) if it was not none of the above. This output
is translated into a numerical value by the definition of the
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Fig. 11. Examples from the first video: Low interest (a), Highly interested and not moving the arm (b),Highly interested and moving one hand (c), Highly
interested and moving both hands (d), Nodding the head (e), Shaking the head (f)

variable HMcurrt. The value of HMcurrt in the time t is

HMcurrt =


1 if output = “U” or “D”;
0.5 if output = “S”;
0 if output = “L” or “R”.

However, HMcurrt is an instantaneous value that does not
take into account past observations. In order to consider past
observations, we define the variable HM(t) as:

HM(t) = αHM(t−1) + (1− α)HMcurrt (3)

where the initial value for HM is the first value of
HMcurrt when the person is detected and α is a weighting
factor that ponders the influence of past observations.

To deal with the uncertainty and vagueness in this process
we use a linguistic variable called “Head Motion” and divide
it into “Shaking”, “Still” and “Nodding” values (see Fig. 10).
This variable will take as input values the measures of head
motion estimation considered by HMt (Eq. 3) so that values
near to 0 mean a shaking and values near to 1 mean a nodding.
In future works this fuzzy variable can be used to facilitate
the communication with the people.

V. EXPERIMENTATION

Several experiments have been done to validate our system.
The results were very satisfactory in respect to interest esti-
mation, attention demand and shaking and nodding estimation
using our system. In this section we will describe two of
the experiments. To perform the stereo process we have used
images of size 320x240 and sub-pixel interpolation to enhance
the precision in the stereo calculation. The operation frequency
of our system is about 30 Hz without considering the time
required for stereo computation.

Regarding the interest estimation, we have checked that
the interest degree assigned to each tracked person increases

and decreases dynamically accordingly to the behavior of the
person in relation to the robot, i.e., it depends on whether the
person is looking at the robot, and on the distance from the
robot, and on whether it is in front of it.

Fig.11 shows our first experiment with one person. In
Fig.11(a) that the person is not looking at the camera and the
level of interest is low while in the other frames the interest
is higher. In frame Fig.11(b) the person has interest but is not
requesting attention because is not doing any movement with
the arms. In frame Fig.11(c) the person is demanding attention
because it is moving one of the arms. In frame Fig.11(d) the
person is moving not only one arm but two making the value
of attention demand increase to higher values.

In respect to head shaking and nodding, it was possible to
check that the system determined the movement most of times.
It was possible to check that head shaking was detected more
accurately than nodding as we can see by the results (around
86% accuracy to head shaking while head nodding was about
83%). Fig. 11 shows in frames (e) and (f) examples of head
nodding and head shaking and the output of the system for
the first experiment.

With respect to the second experiment two people were used
to test the system as seen in Fig. 12. In this experiment one
of the people did not show interest to the robot (the person on
the left) while the other one was changing his behavior over
the time. The system never examines whether the person is
demanding attention or making any movement with his head
when his interest towards the robot is less than “High” as we
can see in frames (a), (c) and (e). In frame (a) we can see that
no one of them was showing interest to the robot. The same
situation happens in frames (c) and (e) with different levels
of attention for each of them. Between these frames we can
see that the person on the right changed his behavior towards
the robot. In frame (b) that person was showing interest to



24 JOURNAL OF PHYSICAL AGENTS, VOL. 1, NO. 1, SEPTEMBER 2007

Fig. 12. Examples from the second video: Both people with no interest (a), High interest from person on the right (b), Both people with little interest (c),
High interest and demand of attention by the person on the right (d), Both people with no interest (e), High interest from person on the right (f), High demand
of attention from person on the right (g), Person on the right nodding his head (h), Person on the right shaking his head (i)

the robot but was not demanding attention neither making any
movement with his head, while in frame (d) the same person
was requesting the robot’s attention by raising his left arm. In
frame (f) and (g) we have similar situations to frames (b) and
(d). Finally, in frames (h) and (i) we have examples of the
person on the right nodding and shaking his head.

In order to better understand the performance of the sys-
tem, several videos are available in the following web site
http://decsai.ugr.es/∼ruipaul/interest.htm.

VI. CONCLUSIONS AND FUTURE WORK

In this paper we have shown a system for estimating the
interest of the people in the surroundings of a mobile robot
and detecting motions related to attention demand and head
nodding and shaking, using stereo vision, head pose estimation
by SVM and fuzzy logic. While a person is being tracked,
the fuzzy system computes a level of possibility about the
interest that this person has in interacting with the robot. This
possibility value is based on the position of the person with
respect to the robot, as well as on an estimation of the face
attention towards the robot. To examine the face attention we
analyze the head pose of the person in real time. This analysis
is performed by a view based approach using Support Vector
Machines. Thanks to SVM, the head pose can be detected
achieving a great percentage of success that is no dependent
on the morphological features of the heads. For those people

whose interest level was “High” or “Very High” our fuzzy
system was also able to detect whenever those people were
demanding attention by analyzing the movement of their
arms. The system also achieved a good result concerning
the detection of head movements such as head nodding and
shaking. In the future our efforts will be centered in improving
the performance of the system with learning methods that can
compute the best values for the variables that are part of the
system like fuzzy variables.
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Robot Navigation Behaviors Based on
Omnidirectional Vision and Information Theory

Boyan Bonev, Miguel Cazorla and Francisco Escolano

Abstract—In this work we present a reactive autonomous
robot navigation system based only on omnidirectional vision.
It does not rely on any prior knowledge about the environment
apart from assuming a structured one, like indoor corridors or
outdoor avenues. The direction of the corridor is estimated from
the entropy analysis of a 1-D omnidirectional image. The 2-D
omnidirectional image is analyzed for obstacle avoidance and
for keeping a safety distance from the borders of the corridor.
Both methods are non-metric and no 3-D information is needed.
The system performs well with different resolutions and the
catadioptric sensor needs no calibration. We present results from
indoor and outdoor experiments.

Index Terms—omnidirectional vision, autonomous robot navi-
gation, entropy

I. INTRODUCTION

AUTONOMOUS navigation in a structured environment
without any prior knowledge is a crucial ability for

mobile robots. Vision-based navigation systems have the ad-
vantage of not needing any additional hardware to be installed
on the robot. The installation of a range sensor on a mobile
robot has an additional cost, while a vision sensor provides
more abundant and richer information. Catadioptric sensors
provide the robot with a 360o field of vision, information
which can be exploited in different ways for navigation.

Some approaches are oriented toward extracting 3D infor-
mation, for example the structure from motion approach [3].
This requires the catadioptric sensor to be calibrated. Catadiop-
tric projection can also be modeled by a spherical projection
[6], providing a mathematical framework for working with
omnidirectional vision.

Other approaches to navigation do not need any 3-D infor-
mation about the structure of the target [12][13]. In [5] the
original 2-D image is transformed into a 2-D orthographic
image (Fig. 1.b).

Finally, the 1-D omnidirectional images are simpler, while
keeping the benefits of the 360o field of vision. In [4] these
images are used for storing iconically the spatio-temporal route
and then using it for navigation. A different approach is to
use the information of 1-D images in a reactive way. Inspired
in Cataglyphis ants, [2] implements a skylight compass and
also detects landmarks on the 1-D images for implementing a
homing strategy. Other works use a sequence of these images
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versity of Alicante.
Dept. de Ciencias de la Computación e Inteligencia Artificial,
Universidad de Alicante
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Fig. 1. a) Omnidirectional image obtained with a camera and a hyperbolic
mirror. b) Transformation to bird’s view (orthographic image). c) Rectified
panorama image.

to detect features that are persistent in time and use them for
matching and navigation [1].

In the current work we have developed two basic behaviors
whose combination allows a robot to navigate along a variety
of corridors and avenues. The first behavior estimates the
direction of the corridor and makes the robot follow it. The
direction is estimated by looking for high entropy zones
in the 1-D omnidirectional image. The second behavior is
intended to avoid obstacles and uses the original 2-D image.
Significant changes in the image are detected as obstacles
[7], and the behavior is inspired in sonars ring navigation
algorithms [10] [9] [11].Both techniques are not constrained
to any particular corridor, as entropy and gradient calculations
are applicable to different lighting conditions and any colors.
The omnidirectional camera does not need any calibration. It
is oriented vertically so that the floor is reflected in the mirror,
as shown in Fig. 5.

The rest of the paper is organized as follows. In Section II
we detail our entropy-based direction estimation method. Then
in Section III we explain the OV-sonars method for visual
obstacle avoidance, and in Section IV we propose the com-
bination of both methods for robot navigation. Further on, in
Section V we describe the performed experiments and finally
we state our conclusions and further work in Section VI.
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II. ENTROPY-BASED DIRECTION ESTIMATION

The estimated direction of the corridor is used for guiding
the trajectory of the robot. This estimation is performed in
three low-computational-cost steps. First a 1-D omnidirec-
tional image is obtained and geometrically transformed. Then
its entropy map is calculated. Finally a low pass filter is applied
to the entropy values, in order to find two main peaks in the
function.

A. 1-D omnidirectional images

Our approach intends to find the direction of the corri-
dor using the information of a single shot of the omnidi-
rectional camera. The 1-D omnidirectional image is a row
~l = {l0, · · · , lw−1} of w pixels li, with a correspondence
between [0, w − 1] and [0, 360[.

In [1] the 1-D panorama is obtained from the central row of
the rectified image. Our idea is to seize dense features which
will vary softly from one image to another. For this reason
we perform an average between all the rows of the rectified
image:

li =
1
h

h∑
j=1

IR(i, j) (1)

where IR is the rectified image (Fig. 1.c) with (w, h) width
and height.

The sequence of 1-D omnidirectional frames we obtain is
represented in Fig. 4. The sequence corresponds to a non-
straight trajectory along a corridor. The final image is a repre-
sentation of the stack of many consecutive 1-D omnidirectional
images. We can see that the changes are soft, and the features
on the image are quite dense. We can also observe that both
ends of the corridor correspond to the zones in the image with
higher density of features.

B. Entropy map

In a corridor there usually are different obstacles: doors,
windows, walls, and several other objects. In the case of
outdoors, there are buildings, trees, benches, etc. All of them
are features on the image and many of them are covered in a
single omnidirectional view. In the ideal case these features
will be distributed homogeneously in the corridor, like in
Fig. 3. If so, the features will not be homogeneously reflected
on the omnidirectional mirror: those which are closer to the
mirror will appear more separated from each other, while those
that are farther will appear more densely on the image (see a
real data example in Fig. 2).

On the other hand, the vertical field of vision of the camera
grows with the distance. This means that distant parts of the
environment will present many more features than parts which
are closer to the camera and are not entirely covered by the
field of vision. For a graphical example see Fig. 5.

In real data the features have different colors and intensities.
In most cases, the higher the density of features, the higher
the local entropy [14]. The entropy map ~h = {h1, · · · , hw} of

7 features

2 features

Fig. 2. A sample omnidirectional image taken in a corridor. The density
of features is higher in the areas of the image corresponding to more distant
obstacles.
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Fig. 3. a) Plane representation (X and Z axis) of a corridor’s equidistant
features reflected on the hyperbolic mirror. b) Rectification of the mirror’s
reflection image, from 0o to 360o. There are two differentiated zones on the
surface of the mirror, where the features are more dense. These areas tend to
correspond to distant objects. c) Entropy of the reflected features.

each 1-D image ~l = {l1, · · · , lw} is approximated using the
Shannon’s discrete entropy expression:

hi = −
B∑

j=1

p(lj) log2 p(lj) (2)

In this expression B is the number of bins in the grayscale
histogram calculated over an entropy window of width wh and
center in i. This histogram is used for obtaining the probability
p(lj):

p(lj) =
1

wh

i+dwh/2e∑
k=i−bwh/2c

δ(lj − lk) (3)

where

δ(x) =
{

1 if x = 0
0 otherwise (4)

In our experiments the entropy window width is wh = 21,
being w = 600 the size of the 1-D image. We use B = 256
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Fig. 4. The construction of the 1-D panorama images stack from omnidirectional images.

Hyperbolic 
mirror

Camera Y

X
Z

Fig. 5. Left) Catadioptric cameras installed on the PowerBot and ER-1
mobile robots. Right) The hyperbolic mirror is in vertical position (along the
Y axis), oriented to the floor. In this way the field of vision of the camera
grows vertically as the distance from the mirror increases.

bins for the grayscale histogram. In the cases for which lj
is outside the limits of ~l we use l mod (j,w), as the image is
periodic and we want the entropy function to have this property
too.

In Fig. 6 we represent the entropy of the sequence of 1-
D images of Fig. 4 which were obtained during an arbitrary
indoor walk of the robot. Two lighter areas which correspond
to higher entropy are well defined, and their positions in the
array ~l correspond to angles which point to the beginning and
the end of the corridor. The dark areas correspond to the walls
which are near to the robot and yield lower local entropy.

C. Fourier Series Approximation

Two evident peaks can be observed in the entropy maps we
obtain. However for their localization we have to eliminate
local maxima of the curve.

This can be done by approximating the shape of the entropy
function. We apply a low-pass filter in the frequency domain,
keeping only the first two frequencies in the inverse transform
step. In the case of two frequencies only, the Discrete Fourier

Fig. 6. The entropy map of the 1-D panorama’s stack from Fig. 4. Dark
tones correspond to low entropy and light tones correspond to high entropy.
Image width w = 600, entropy window size wh = 21.

Transform can be expressed as follows:

ak =
1
m

2m−1∑
j=0

yj cos kxj , k = 0, 1, 2

b1 =
1
m

2m−1∑
j=0

yj cos xj

(5)

where m = bw/2c is half the width of the 1D image. Once
the principal frequencies are obtained, the inverse transform
(back to the space domain) can be obtained with the following
expression:

S2(x) =
a0

2
+ a1 cos x + b1 sinx + a2 cos 2x (6)

After this process the entropy map of Fig. 6 is transformed
into the approximation of Fig. 8 where finding the maxima is
trivial. The time to process one image depends on the width
of the image. For a 600 pixels width it takes about 50ms on
a standard laptop.
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Fig. 7. Top) A line of the entropy map. It corresponds to a single snapshot
of the omnidirectional camera. The first pixel corresponds to the angle 0o and
the last one to 360o. Bottom) The entropy of the marked line and its Fourier
series approximation of 2nd order, as we look for a maximum of 2 peaks in
the entropy function.

Fig. 8. A sequence of 140 entropy approximations corresponding to the
entropy map represented in Fig. 6. The directions of the corridor correspond
to the hills of the surface.

III. OMNIVISUAL SONARS

The entropy-based direction estimation is not enough for
making a robot navigate safely. In Fig. 10 and Fig. 11 it can be
seen that the estimated angle is not always correct. Sometimes
it would mislead the robot toward a window, stairs, or another
obstacle. We propose a vision-based method inspired in sonar
rings, and refer to it as OmniVisual sonars (OV-sonars). OV-
sonars consist of virtual rays (similarly to [7]) which are
launched radially from the center of the omnidirectional image
and reach the first point where the gradient of the image is
high (more than 0.1 in our experiments). Each k-th OV-sonar−→
V k = {v1, · · · , vr} explores a maximum of r pixel of the
omnidirectional image. Each pixel vi corresponds to:

vi = IO(i sinα + cx, i cos α + cy)
α = k · 2π/Ns

(7)

where IO is the original 2D omnidirectional image with radius
r and center in (cx, cy) and Ns is the number of OV-sonars
launched for each image. In our implementation we also
perform a horizontal and vertical sub-pixel interpolation for
smoothing the visual information.

The λ(~V ) function stands for the number of pixels that the
OV-sonar ~V explores before the ∆vmax threshold is exceeded:

λ(~V ) = arg min
i
|vi − vi−1| > ∆vmax (8)

a)

b)

c)

d)

Fig. 9. OmniVisual sonars with gradient threshold on different images. On
a) we can see some false negatives in the dark zones of the image. On c)
there is a false positive due to saturation. Note that the picture c) was taken
near to stairs and a handrail which are a true positive obstacle in the example,
due to the detection of a border on the floor.

The gradient measure returns a very high value when there
is a strong light reflection on the image. This usually happens
on gleaming surfaces with the presence of light sources and is
a very common situation in indoor environments. Visually the
light reflection looks like an obstacle. To solve this problem
we have decided to detect light reflections and ignore them.
We consider that a pixel belongs to a light reflection when in
the HSV color space its saturation (S) is low and its value (V)
is high. See an example on Fig. 12. The gradient of pixels
with high V-S difference do not have to be considered as an
obstacle. Therefore we weight the gradient |vi − vi−1| of the
expression 8 by multiplying it by the following weight function
w(i):

w(i) = e−γ·(V (i)−S(i)− 1
2 ) (9)

where V (i) and S(i) are the value and saturation of the pixel
i in the HSV color space. The constant γ is a value equal or
greater than 1, it regulates the sensitivity of w(i) to the V-S
difference. In Fig. 13 are plotted the V-S difference and the
original and weighted gradients of a OV-sonar which crosses
the light reflection of the image presented in the example. In
the example we used γ = 3. It can be observed that after
weighting the gradient function, the peaks with a large V-
S difference become lower, while the other become higher.
Besides the γ constant for regulating the sensitivity to light
reflections, the V-S difference can be morphologically dilated
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Fig. 10. Top: Results of the direction estimation test for a corridor. The estimated angle is near to 0o, with a mean absolute error of 5,94o. Bottom, left:
the entropy map obtained during the experiment. Bottom, center: the straight trajectory along the corridor is represented with a dashed line. Bottom, right: a
photograph of the corridor.
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Fig. 11. Top: Results of the direction estimation test for an avenue. The estimated angle varies between -20o and 20o, with a mean absolute error of 10o.
Bottom, left: the entropy map obtained during the experiment. Bottom, center: the straight trajectory along the avenue is represented with a dashed line.
Bottom, right: a photograph of the avenue.
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in order to affect more the pixels which are close to a light
reflection. However this operation involves additional compu-
tational cost and we do not use it in the present experiments.
In Fig. 13 (bottom) we can see the final result of the OV-
sonars approach. The OV-sonar studied in the example does
not stop at the light reflection even though there is a very
strong gradient. However it stops near to the border with the
wall, where the gradient is not so strong, but there is a lower
probability of light reflection.

Fig. 12. Localization of light reflections. Top left: Image presenting a strong
light reflection on the floor. Top right: pixels which have a high V (value) in
the HSV color space. Bottom left: pixels which have a low S (saturation) in
the HSV space. Bottom right: intersection of high V and low S pixels.

Gradient is a poor measure for highly textured floors, and we
are working on improving the OV-sonars technique. However
it works in many corridors, as camera’s limited resolution soft-
ens the texture. Another problem is the need of adjusting the
gradient threshold ∆vmax and the light reflection sensitivity
γ, as these parameters are not the same for all environments.
In Fig. 9 we present three examples of OV-sonars in different
environments. In our experiments we launch 24 OV-sonars
per frame and it takes less than 50ms to process them. This
computational time depends on the height of the image (100
pixels in our experiments) and the number of OV-sonars. A
larger number of these would only help for the detection of
small obstacles while increasing the computational load.

OV-sonars detect obstacles and free zones in the environ-
ment. The following section details how this information is
used for navigation.

IV. NAVIGATION

Behavior-based architectures have proved to be convenient
for systems which have various objectives and environmental
restrictions simultaneously [8]. In the previous sections we
presented two basic behaviors, one of them for guiding the
robot, and the other one for avoiding collisions. Following we
propose the combination of both of them in the same system.

A simple navigation method for robots with a sonar ring
[11], or OV-sonars in our vision-based system,is the sum of
force vectors:

~fk = dmax · v̂k − ~vk

~f∗ =
Ns∑
k=1

~fk
(10)

where Ns is the number of OV-sonars and ~f∗ is the resulting
vector whose direction would avoid the collision. We set
dmax = r the radius of the omnidirectional image (see
Fig. 16).
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Fig. 13. Top: difference between Value and Saturation for the pixels of a
single OV-sonar. Center: the gradient of the same OV-sonar and its weighting
according to the V-S difference. Bottom: The OV-sonars on the image. The
OV-sonar used in the previous plots is marked with arrows.

Our implementation relies on the entropy-based estimation
of the direction for guiding the robot whenever OV-sonars
yield magnitudes larger than the safety distance dsafe (mea-
sured in pixels). If it is invaded, the robot’s direction and speed
go under the control of the direction and magnitude of ~f∗. See
Algorithm 1. In our application the overall process of capturing
a frame, estimating the direction, calculating the OV-sonars,
and sending the speed commands to the robot takes less than
200ms on a standard laptop with a 600×100 resolution in the
rectified panorama images.

V. EXPERIMENTAL SETUP

The experiments we present in this paper were performed
with an ActivMedia PowerBot robot and the Player-Stage
library. We have successfully run the navigation behaviors on
a Magellan Pro robot with Player-Stage, and on an Evolution
Robotics ER-1 robot, using the manufacturer’s API. The
omnidirectional mirror is the Remote Reality’s OneShot360.
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Fig. 14. Some of the trajectories described by the robot while navigating
indoors. a) The ’e’ signs stand for navigation based only on entropy. b)
The ’s’ signs stand for OmniVisual sonar (OV-sonar) based navigation. c)
The ’+’ signs stand for the combined behavior which used both entropy and
OmniVisual sonars.

Fig. 15. Some of the trajectories described by the robot while navigating
outdoors. a) Trajectory described while guided only by entropy. b) Trajectory
yielded by OmniVisual sonars (OV-sonars). c) Combined behavior.

We started using a low resolution Logitech webcam, and
for the present experiments we installed a GreyPoint Flea2
firewire camera.

The first experiment tests the entropy-based behavior pre-
sented in section II. We forced the robot to follow a straight
trajectory along a) a corridor (indoor) and b) an avenue
(outdoor). In Fig. 10 and 11 the results of the direction
estimation are plotted. The indoor estimation is better than
the outdoor one.

When the robot is guided by the estimated direction values,
its position keeps on changing, and so do the estimations.
In some cases the robot is misguided to some object, and
when approaches it, the view changes and the trajectory is
corrected. In other cases the robot crashes, for example when
it approaches a large window and the outside’s entropy is much
higher than indoors. Some of the trajectories obtained during
the experiments are represented in Fig. 14 and 15. Three
kinds of trajectories are represented: guided by the estimated
direction, guided by OV-sonars, and guided by both of them.

On the one hand the entropy estimation yields a trajectory
that is better oriented than using only OV-sonars. On the

maxD

v
kf

k

f*

Fig. 16. The force vectors ~fk (red thick arrows) represent the difference
between the maximum distance dmax and the vectors of the OV-sonars ~vk

(dashed lines). The sum of all force vectors ~f∗ is represented with a blue
thin arrow.

Algorithm 1: Navigation
Data: hmax ←− value of the maximum entropy
Data: αh ←− angle where hmax is achieved
Data: αf ←− angle of ~f∗ (force field)
Result: SF ←− Forward speed
Result: Sα ←− Turn speed
begin

if |~vk| > dsafe,∀~vk/k = 1..N then
Sα =

αh + αf

2
else

Sα = αf

end
SF = |~f∗|+ hmax

if not |~vk| > dsafe,∀~vk/k ∈ {frontal_sonars}
then

SF = −|~f∗|
end

end

other hand it does not keep a safety distance from walls and
obstacles, and it crashes into the window (in the indoor tests,
Fig. 14) shortly after the outside trees come into the vision
field. OV-sonars avoid such crashes and enable the robot to
cross doors and even navigate along a corridor. The combined
behavior keeps the safety of OV-sonars while entropy provides
the robot with a better heading angle in most parts of the
indoor environment.

Regarding the outdoor tests we can see that in the entropy-
guided trajectory the robot is mislead by some entropy peak
at the left, and it goes over the grass (Fig. 15.a). The tra-
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Fig. 17. ActivMedia PowerBot mobile robot and a Remote Reality omni-
directional mirror and a PointGrey Flea2 firewire camera. (The sonar ring of
the robot is not used in any part of the current work).

jectory yielded by OmniVisual sonars (OV-sonars) uses no
information about direction, however it keeps the robot on
the surface of the avenue. There are also some irregularities
due to shadows, sewer covers and other features. Finally the
combined behavior keeps the robot from going into the grass,
while providing the angle of a hypothetical direction.
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Fig. 18. Plot of ten different trajectories performed by the robot under similar
conditions.

In Fig.18 ten different trajectories are plotted. The starting
point is the same and the robot manages to get to the other
end of the corridor in eight of them. In the other two cases it
gets stuck in local minima. This is due to some reflections
on the floor which make the obstacle avoidance trap the
robot in an infinite cycle. This is a current limitation of the
obstacle avoidance behavior, as it is purely reactive and has no
mechanism for getting out of local minima. Another drawback
that can be observed is the variability from one experiment to
another.

A video recording of the omnidirectional-vision-based nav-
igation is available on-line [17].

VI. CONCLUSIONS AND FURTHER WORK

In this work we have developed two basic behaviors the
combination of which allows a robot to navigate along dif-
ferent structured environments. The first behavior is entropy-
based and estimates the direction of the corridor while the
other behavior is inspired in sonars and keeps the robot away
from obstacles.

These behaviors rely only on omnidirectional vision. This
is an advantage as a catadioptric sensor can easily be installed
on any mobile robot. The method works in a variety of
environments without a priori knowledge and without any
learning process. Any omnidirectional camera can be used
without the need of calibration, as the method is non-metric.
Also, it has a very low computational cost.

The disadvantage of vision-based approaches is that vision
is not as reliable as range sensors like sonars or lasers.
However we have showed examples in which vision performs
better, for example with the presence of very low obstacles
like grass. On the other hand if a robot is equipped with range
sensors they can also be used for safety, in case vision fails.

A drawback of this vision-based approach is that the OV-
sonars method we use is very simple. We are currently working
on improving it so it can work for any kind of surface. We
intend to perform a multi-scale entropy analysis of the pixels
which the OV-sonar crosses. A significant change in the multi-
scale entropy space would mean a change in the texture,
independently of its size. We are also considering the use of
Jensen-Rényi divergence measure for texture segmentation.

Another future work is to improve the sonar-based naviga-
tion algorithm and compose it with the entropy-based direction
estimator via fuzzy logic. It is also necessary to implement
a mechanism for getting out of the local minima. Finally,
we plan to use these behaviors in a vision-based topological
navigation system.
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Voronoi-Based Space Partitioning for Coordinated
Multi-Robot Exploration

Ling Wu, Miguel Angel Garcia, Domenec Puig and Albert Sole

Abstract—Recent multi-robot exploration algorithms usually
rely on occupancy grids as their core world representation.
However, those grids are not appropriate for environments that
are very large or whose boundaries are not well delimited
from the beginning of the exploration. In contrast, polygonal
representations do not have such limitations. Previously, the
authors have proposed a new exploration algorithm based on
partitioning unknown space into as many regions as available
robots by applying K-Means clustering to an occupancy grid
representation, and have shown that this approach leads to higher
robot dispersion than other approaches, which is potentially bene-
ficial for quick coverage of wide areas. In this paper, the original
K-Means clustering applied over grid cells, which is the most
expensive stage of the aforementioned exploration algorithm, is
substituted for a Voronoi-based partitioning algorithm applied to
polygons. The computational cost of the exploration algorithm is
thus significantly reduced for large maps. An empirical evaluation
and comparison of both partitioning approaches is presented.

Index Terms—Multi-robot, exploration, polygonal model, K-
means.

I. INTRODUCTION

MULTI-ROBOT coordinated exploration of unknown en-
vironments is a challenging task that has been attracting

considerable attention in the mobile robotics and artificial
intelligence communities due to its potential applications to
surveillance, search & rescue and space exploration problems.

The main aim of robot exploration is to unveil the struc-
ture and contents (basically free space and obstacles) of an
unknown region of space. This goal must be solved under
some constraints typically related to minimizing time and/or
energy consumption. When the region to be explored is so
large that those constraints cannot be satisfied with a single
robot, a team of robots must be considered. In this case, the
exploration algorithm must guarantee a coordinated deploy-
ment of the available robots such that, at least, the parallel
exploration yields a reasonable speedup and efficiency, and
eventually satisfies other application-dependent criteria, such
as maximizing robot dispersion [11].

The majority of approaches to multi-robot exploration (e.g.,
[1], [4], [6], [11], [12], [14] are based on occupancy grids [3],
[9] as the basic space representation model. Occupancy grids
constitute a simple yet effective way of modelling the world as
a regular discretization of space. Every cell in the grid keeps

Ling Wu, and Domenec Puig are with Rovira i Virgili University.

E-mail: ling.wu/domenec.puig@urv.cat
Miguel Angel Garcia is with Autonomous University of Madrid.
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the probability of a portion of space being empty or occupied
by an object/obstacle.

However, occupancy grids are not suitable enough for
modelling and processing large environments. On the one
hand, hundreds of thousands of cells must be kept and pro-
cessed even for workspaces of moderate size. This has severe
implications in computational time and memory consumption.
On the other hand, the maps are rectangular and bounded by
their initial size. If the real world goes beyond the limits of
the current grid, there is no means to efficiently extend the
map.

The aforementioned inefficiency and lack of flexibility of
occupancy grids have motivated the use of alternative world
representations based on polygonal models (e.g., [8], [10],
[13]). In that case, the exploration algorithm is modified to
deal with points and regions instead of cells, in some cases by
modelling the free space as a graph of basic convex regions
(e.g., trapezoids and triangles in [8], [10]), and in other cases
by defining graphs of curves (roadmaps) contained in the
empty space (e.g., [2], [13]).

The present paper goes into this direction as it describes
and evaluates the application of a polygonal world model
as the core spatial representation of a previously proposed
multi-robot exploration algorithm [11] originally based on
occupancy grids. This algorithm differs from previous ap-
proaches in that it explicitly forces the spread of the available
robots across the unknown space by successively clustering the
unknown cells through the well-known K-Means algorithm.

In this way, the algorithm prevents in a simple and effective
way the greedy-like behaviour of many previous proposals,
which usually drive the various robots according to local op-
timization criteria basically dependent on the current location
of the robots and their nearby exploration targets, which are
constituted by the frontiers of the already explored workspace.
In taking these frontiers into account, they somewhat lose sight
of the global goal of exploration, which is discovering the
overall unknown area.

However, when large environments are considered, the
repetitive execution of K-Means over hundreds of thousands
of cells has a severe impact on the computational cost of the
exploration algorithm. This is why a more efficient polygonal
model proves to be beneficial.

This paper is organized as follows. Section II summarizes
the exploration algorithm originally proposed in [11]. Section
III describes the adaptation of that algorithm to the pro-
posed polygonal space representation. Section IV shows an
experimental comparison between both approaches. Finally,
conclusions and further research lines are given in Section V.
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Fig. 1. Multi-robot coordinated exploration based on K-Means space
partitioning on an empty working space. A partition of unknown space into
eight regions (K = 8) is shown. Every region is assigned to a single robot.
The white area represents the space that has already been explored, while the
coloured regions are the regions produced by K-Means.

Fig. 2. The same exploration method as in Fig. 1. applied to an unstructured
working space populated with scattered obstacles. Each region is assigned to
a single robot (K = 8). The black areas are already-found obstacles and the
irregular spots and rectangules in the background are obstacles that have not
been found yet.

II. GRID-BASED MULTI-ROBOT EXPLORATION WITH
K-MEANS

The multi-robot exploration algorithm previously proposed
in [11] has the following main features:

• The workspace is modelled as an occupancy grid (dis-
cretized rectangular map) whose cells can be in one of
three states: free, unknown and occupied (obstacle).

• The size and shape of the map is predetermined.
• The whole map is initially unknown.
• All robots share the same global map and can communi-

cate with a central decision agent without communication
failure.

Fig. 3. A Voronoi diagram of 10 sites (points). Space is partitioned into
10 voronoi cells Ai, each of which is constituted by all the points which are
closer to one site than to any other site. The edge between two areas consists
of a subset of equidistant points to two sites. Some cells, such as A10 and
A4, extend to infinite.

• The robots are able to localize themselves within the map.

The exploration algorithm starts with all robots scanning
the environment from their starting positions. The initial free
cells, occupied cells and frontier cells (unknown cells adjacent
to free cells) are thus determined.

The following steps are then repeated until all cells in the
map are known (either empty or occupied):

1) The remaining unknown cells are clustered into as many
disjoint regions as available robots by applying K-
Means, with K being the number of robots. Each robot
is then assigned to its closest region according to the
Euclidean distance to the regions centroids.

2) Each robot is assigned the frontier cell with the lowest
cost. The cost of a frontier cell with respect to a robot is
calculated by summing up: (a) the length of the shortest
path between the robot and the frontier cell, (b) the
Euclidean distance from the frontier cell to the centroid
of the region assigned to that robot, provided the cell
does not already belong to that region, (c) a constant
penalization in case the frontier cell is within the sensor
range of another frontier cell assigned to a different robot
(this guarantees the repulsion between robots).

3) All robots start moving to their assigned frontier cells
until the first robot reaches its destination.

The first two steps are referred to as the decision stage. In
turn, the third step is referred to as the motion stage.

Fig. 1 and Fig. 2 respectively show a snapshot of the map
state after the decision stage during the exploration of both
a blank and an unstructured environment with eight robots.
The unexplored space is partitioned by applying the K-means
clustering algorithm. Each of the eight robots is assigned to
one of the regions. Once that assignment has been performed,
each robot starts moving to its own region.
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Fig. 4. (a) Polygon to be partitioned. (b) Original Voronoi diagram. (c) Constrained Voronoi diagram and cells.

A. Grid-based K-Means partitioning

During the decision stage, all unknown cells in the grid are
clustered by applying the K-Means algorithm according to the
following iterative process:

1) Randomly choose K unknown cells Ci, 1 ≤ i ≤ K, as
prototypes of the K classes.

2) For every unknown cell, compute its Euclidean distance
to the K prototypes and classify the cell into the class
i of its closest prototype Ci.

3) Determine the center of mass Mi of the unknown cells
classified into every class i.

4) If Ci = Mi for all i (convergence condition), go to step
5. Otherwise, substitute every Ci for its corresponding
Mi and proceed from step 2.

5) All unknown cells are partitioned into K stable disjoint
regions.

III. POLYGONAL-BASED MULTI-ROBOT EXPLORATION
WITH VORONOI DIAGRAMS

The multi-robot exploration algorithm described in the
previous section can be adapted to a polygonal world model
representation in a straightforward manner by considering that:

• The workspace is modelled as a disjoint set of closed
polygons. Every polygon has one of three states: free,
unknown or occupied (obstacle). The map is constituted
by the union of all polygons. Its size and shape are
arbitrary.

• The whole map is initially constituted by a single, un-
known polygon.

• Free and occupied polygons are included in the map
after robot sensing, and subtracted from the unknown
polygon/s to which they belong. An efficient library is
utilized for Boolean operations between polygons [7].

• Edges of unknown polygons that are adjacent to free
polygons are referred to as frontier edges.

• Robot path planning is performed in the interior of the
available free polygons by applying any cellular decom-
position algorithm.

However, the distinctive feature of the exploration algorithm
described in [11] is the partitioning of unknown cells during

the decision stage by applying K-Means, which is an algorithm
specifically devised for clustering clouds of points (cells in
this scope) and, hence, not suitable for partitioning polygonal
maps.

Notwithstanding, the K-Means clustering algorithm can be
mimicked when dealing with polygonal maps by means of
Voronoi diagrams.

A. Voronoi diagrams
The Voronoi diagram [5] of a set of 2D points, also referred

to as sites, Ci, 1 ≤ i ≤ K, is a partition of that space into K
disjoint convex regions known as Voronoi cells. Every region
Vi is defined by the points in space that are closer to Ci than
to any other Cj , j 6= i.

Although the boundaries of regions are constituted by
curves in general, the majority of efficient implementations
of Voronoi diagrams currently generate polyline boundaries.
Fig. 3 shows an example of a Voronoi diagram corresponding
to a set of sites.

As mentioned above, Voronoi diagrams are theoretically de-
fined as a partition of space (2D space in this case). Therefore,
they have no exterior limits and, hence, extend to infinity.
This means that some Voronoi cells may be unbounded and
have infinite area. For instance, this is the case of the cells
associated with points A4, A10, A8, A6 and A7 in the example
of Fig. 3. However, the proposed multi-robot exploration
algorithm only requires the partitioning of those polygons
corresponding to unknown regions (unknown polygons). This
means that the obtained Voronoi diagrams must be further
constrained to the interior of those unknown polygons.

In order to constrain a Voronoi diagram to the interior of a
given closed polygon that is to be partitioned, an AND logical
operation [7] must be performed between that polygon and the
cells of the original Voronoi diagram. The result is a set of
closed Voronoi cells that are globally bounded by the polygon
to be partitioned. This is illustrated in Fig. 4.

If the unknown area to be partitioned is made up of a set
of disconnected regions, and, thus, defined by a collection of
closed, separate polygons, the AND operation is carried out
between the cells of the Voronoi diagram and each of those
polygons in arbitrary order.
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Fig. 5. An example of partitioning sequence of an unknown region with
Voronoi diagrams according to the iterative procedure described in section
III-B with four robots (K = 4). The bottom image shows the final partition
after convergence of the constrained Voronoi cells.

Fig. 6. An example of partitioning sequence of an unknown region with
Voronoi diagrams according to the iterative procedure described in section
III-B with eight robots (K = 8). The bottom image shows the final partition
after convergence of the constrained Voronoi cells.
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B. Polygonal-based Voronoi partitioning

The K-Means partitioning algorithm described in section
II-A is adapted to the proposed polygonal model by applying
Voronoi diagrams according to the following iterative process.

1) Randomly choose K points Ci, 1 ≤ i ≤ K, contained
in the polygons corresponding to the current unknown
regions in the map.

2) Compute the Voronoi diagram associated with the cur-
rent set of Ci.

3) Constrain the cells of the Voronoi diagram to the current
unknown polygons (see section III-A).

4) Determine the center of mass Mi of every constrained
Voronoi cell.

5) If Ci - Mi < ε for all i, ε being a convergence parameter,
go to step 6. Otherwise, substitute every Ci for its
corresponding Mi and proceed from step 2.

6) The set of unknown polygons is partitioned into K stable
disjoint regions.

Fig. 5 illustrates the aforementioned iterative process of
Voronoi diagrams until they converge considering the explo-
ration of a blank map with 4 robots. In the top image, each
region has two centroids: the original one and the centroid
calculated from the current Voronoi diagram. The partition
becomes stable when those centroids converge and, thus, every
region has a single centroid. The Voronoi diagram in the
bottom image shows the stable partition corresponding to that
example. Fig. 6 shows another example of the evolution of the
Voronoi partitioning process for 8 robots and the same map
used in Fig. 5. The white areas in both figures correspond to
space that has already been explored.

IV. EXPERIMENTAL RESULTS

As indicated in section II, the most time consuming stage
of the multi-robot exploration algorithm proposed in [11] is
the successive partitioning of unknown cells by applying the
K-Means clustering algorithm. However, this time can be
significantly reduced by replacing the original world model
representation based on occupancy grids for an equivalent rep-
resentation based on polygons, and then applying constrained
Voronoi diagrams as described in section III.

In order to compare both approaches in analogous con-
ditions, the same maps have been processed with both the
grid-based and the polygon-based multi-robot exploration al-
gorithms. Since the number of iterations until convergence
of both partitioning algorithms (see sections II-A and III-B)
may slightly differ, the iterative partitioning process for both
approaches has been forced to stop after the same number of
iterations (currently 30 iterations).

For example, Fig. 7 plots the partitioning time for both
the grid-based (K-Means) and polygon-based (Voronoi) ap-
proaches corresponding to every exploration step (moment
at which one of the robots reaches its assigned frontier,
and the decision stage, including repartitioning of unknown
regions, is rerun; see section 2) considering 4 robots and
a blank map whose associated occupancy grid has 320x240
cells. In these experiments, every cell accounts for an area
of 0.16 m2 (the cell sides are 40 cm long). Hence, this map

Fig. 7. Partitioning times during the exploration of a medium-size blank
map of 320x240 cells with 4 robots.

Fig. 8. Partitioning times during the exploration of a big-size blank map of
400x400 cells with 4 robots.

represents a workspace of 12,288 m2. Similarly, Fig. 8 plots
the partitioning times for both approaches corresponding to
the exploration with 4 robots of a blank map constituted by
400x400 cells (25,600 m2).

As the exploration proceeds, the partitioning time corre-
sponding to the grid-based approach goes down steadily. The
reason is that the number of unknown cells (the unknown area)
to which the K-Means clustering algorithm must be applied is
progressively reduced as the robots scan the environment.

In contrast, the computation time of the polygon-based par-
titioning algorithm starts growing as the number of edges that
define the unknown polygons increases. The computational
cost of the Voronoi diagrams algorithm only depends on the
constant number K of robots. Constraining the Voronoi edges
to the interior of the map is also related to the number of
robots. However, the Boolean AND operations required to
constrain those diagrams to the available unknown polygons
depend on the number of edges of those polygons, and that
keeps changing as the robots explore the environment —
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TABLE I
COMPARISON OF AVERAGE COMPUTATION TIMES BETWEEN K-MEANS

AND VORONOI PARTITIONING METHODS, CORRESPONDING TO A
MEDIUM-SIZE BLANK MAP AND DIFFERENT NUMBERS OF EXPLORING

ROBOTS.

KMeans-based Voronoi-based
partitioning partitioning

2 Robots 326ms 151ms (46,39%)

4 Robots 592ms 298ms (50,23%)

6 Robots 961ms 604ms (62,90%)

8 Robots 1253ms 836ms (66,75%)

TABLE II
COMPARISON OF AVERAGE COMPUTATION TIMES BETWEEN K-MEANS

AND VORONOI PARTITIONING METHODS, CORRESPONDING TO A BIG-SIZE
BLANK MAP AND DIFFERENT NUMBERS OF EXPLORING ROBOTS.

KMeans-based Voronoi-based
partitioning partitioning

2 Robots 682ms 301ms (44,10%)

4 Robots 1723ms 464ms (26,95%)

6 Robots 1983ms 1046ms (52,75%)

8 Robots 2699ms 1346ms (49,86%)

notice that although the total area of the unknown polygons
keeps going down during the process, the number of edges
of their boundaries may go up and down depending on the
intricacy of their shapes (see Fig. 5).

However, the exploration reaches a point after which the
unknown polygons become small enough as to start decreasing
the number of edges of their boundaries. From that point
on, the computation time of the polygon-based partitioning
algorithm keeps declining. This behaviour can be clearly
appreciated in the experiments depicted in Fig. 7 and 8.

It is important to remark that the benefits of the polygon-
based partitioning algorithm are not relevant for small maps
since, in that case, the number of cells to be partitioned
is small. Hence, cell-based partitioning cannot be expensive.
However, the proposed technique is clearly superior for big
maps as expected.

A comparison between the partitioning times by considering
different numbers of robots has also been carried out. As
can be seen in Fig. 9, 10, 11, 12, 13 and 14, Voronoi-based
partitioning performs better than KMeans-based partitioning
for both middle size and big size maps with the different
configurations of robots. It can also be noticed that the compu-
tation time of Voronoi-based partitioning rises with the number
of robots. The reason is that the polygons that bound the
already-explored regions (white areas in the figures) increase
their complexity (number of edges) as the number of robots
goes up (see Fig. 1). That complexity can be significantly
reduced if those polygons are conveniently simplified by
applying polygonal approximation algorithms, such as shown
in Fig. 6.

Table I and Table II show the benefits of Voronoi-based
partitioning over cell-based partitioning. The average compu-
tation times for both approaches corresponding to two blank
maps and four different configurations of robots, which have

Fig. 9. Partitioning times during the exploration of a medium-size blank
map of 320x240 cells with 2 robots.

Fig. 10. Partitioning times during the exploration of a big-size blank map
of 400x400 cells with 2 robots.

been shown in the eight graphs of Fig. 7, 8, 9, 10, 11, 12, 13,
14 are compared in both tables.

V. CONCLUSION

This paper describes and evaluates the extension of a previ-
ously proposed multi-robot exploration algorithm and shows
that by replacing the original world model (an occupancy grid)
with a more compact and flexible polygonal representation,
the new approach significantly increases the efficiency of the
most expensive stage of the original algorithm, which is the
partitioning of unknown areas into as many regions as robots.
The original K-Means clustering algorithm applied over grid
cells is substituted for a Voronoi-based partitioning algorithm
applied to polygons.

The current algorithm has been tested in simulation. Further
work will involve improving the global efficiency of the multi-
robot coordinated algorithm and evaluating it on a real team
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Fig. 11. Partitioning times during the exploration of a medium-size blank
map of 320x240 cells with 6 robots.

Fig. 12. Partitioning times during the exploration of a big-size blank map
of 400x400 cells with 6 robots.

of robots. We also aim at extending the current technique to
unbounded environments.
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Indoor Fuzzy Self-Localization using
Fuzzy Segments

D. Herrero-Pérez and H. Martı́nez-Barberá

Abstract—The research presented in this paper approaches
the issue of indoor localization using the fuzzy logic framework
for modeling and dealing with the uncertainty of the position
measurements. Fuzzy logic presents properties that make it a
suitable tool to represent and manage the different factors that
affect the measures. This framework allows representing the
perceptions, including their associated uncertainty, using fuzzy
sets and making use of the tools provided by the framework to
manage and operate them. This work uses the fuzzy segment
theory to maintain a coherent local representation around the
robot using multi-sensor fusion based on fuzzy logic, and uses
these fuzzy segments to feed a fuzzy self-localization method,
which is able to deal with the ambiguity in the global localization
problem.

Index Terms—Fuzzy Logic, Indoor Localization, Multi-sensor
Fusion, Intelligent Systems.

I. INTRODUCTION

THE indoor localization problem consists on estimat-
ing the robot’s location using absolute (reference-based

systems) and relative (also called dead-reckoning) position
measurements [3], which give the situation of the environment
around the robot and the feedback about its driving actions
respectively. Basically, it consists on answering the question
Where am I? [16] from the robot’s point of view given: a
representation of the world where the robot is navigating and
sensor information. Localization methods are usually distin-
guished according to the type of problem they tackle [13];
in particular, i) tracking or local techniques, and ii) global
techniques. Commonly, local techniques present advantages
in accuracy and efficiency, while global techniques are much
more robust [14].

What makes this problem difficult is the presence of uncer-
tainty in the measurements because it usually results hard to
represent noisy measures. These measures are usually stated by
giving a range of values that are likely to enclose the real value.
From the probabilistic point of view, this range is usually
designated by repeating the measure under the same conditions
enough times for modeling the uncertainty using a probabilis-
tic function. In other words, probabilistic functions should
be experimentally calculated which implies reproducing the
measure under the same conditions. However, sometimes it is
not possible to repeat the measure or reproduce the factors that
influence this. Techniques based on fuzzy logic only require
an approximate sensor model [6] of the measures. Moreover,
position measurements may be affected by different types

D. Herrero-Pérez is with University of Murcia. E-mail: dherrero@dif.um.es

H. Martı́nez-Barberá is with University of Murcia. E-mail:
humberto@um.es

of uncertainty, including vagueness, imprecision, ambiguity,
unreliability, and random noise. Furthermore, it is probable
that more than one factor influences the measurements, which
are not usually independents. Consequently, the formalism
used to represent the uncertainty should be able to represent all
of these types of uncertainty and to account for the differences
between them.

Fuzzy logic presents properties that makes it suitable to
represent and handle the different facets of the uncertainty in
the measurements [20]; fuzzy sets are used to represent the
measures and their associated uncertainty, while fuzzy logic
provides the framework to combine these measures because it
provides power tools to match the degree of similarity between
the measures represented by fuzzy sets. In addition, these tech-
niques are applicable in domains where traditional methods
fail or not satisfy many assumptions. For instance, when the
sensor model is unknown methods based on frequencies are
not suitable, while fuzzy logic based methods are. In fact,
these techniques have already shown their advantages in other
domains, such as fuzzy control and modeling [18], [17], [24],
[22], [23], both in the Mobile Robotics framework.

Therefore, instead of probabilities many authors represent
the location uncertainty using fuzzy sets; in particular, to
address localization and mapping problems. For instance, the
world has been modeled using fuzzy metric features, like
fuzzy segments [9], or using a fuzzy grid map [18]. In
addition, many works make use of a fuzzy model of the
environment to locate the robot on this representation of the
world, like [10] where the localization problem consists on
find out the correspondence between the fuzzy local map built
by the robot and the fuzzy model of the environment. In
[19] a fuzzy landmark-based localization method is proposed
where extracted clues are matched against an approximate
map of the environment to obtain a location’s estimation,
instead of finding out the correspondences, this method treats
each observation as a source of partial location information
combining relative and absolute position measurements using
a fuzzy aggregation operator. Besides, the method proposed
in [6] combines ideas from the Markov localization approach
proposed in [5] with ideas from the fuzzy landmark-based
approach technique proposed in [19]. These fuzzy techniques
have also been used for addressing the Simultaneous Local-
ization and Mapping (SLAM) problem [12], [11] by extracting
segments from range data which form the local map, this is
then matched to the global map, the matching gives a new
position to the robot, and then the local map is either added
to the global map, if the area the local map occupies was not
explored before, or the global map is updated with the local
map.
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(a) (b)
Fig. 1. (a) ATRV Jr robot manufactured by iRobot, which is equipped with
a laser rangefinder and skid steering. (b) Local reference system.

This work deals with the uncertainty of the position mea-
surements to locate a robot in an indoor known-environment
using fuzzy techniques. The robot is equipped with a laser
rangefinder as exteroceptive sensory system and skid steer-
ing. The laser rangefinder provides dense and accurate range
measures, high sampling rate, high angular resolution and
good range distance, while skid steering results in unreliable
odometry. The absolute measurements are represented by the
fuzzy segments proposed by Gasós [11], where uncertainty on
the real location of a line-segment is represented by a fuzzy
set, i.e., the degree of membership to the fuzzy set represents
the uncertainty location. In other words, the local perception
around the robot at time t is represented as a set of line-
segments with its uncertainty represented by fuzzy sets, and
fuzzy logic is used to manage and fuse the detections during
the navigation taking into account the different factors and
sources of uncertainty. This allows maintaining a coherent
representation of the environment around the robot during
the navigation. This representation is used to feed the fuzzy
self-localization technique proposed in [6] and extended in
[15], where the robot’s belief is modeled as a distribution
on a 2 1

2D possibility grid. This localization method based
on fuzzy logic allows us to represent and track multiple
possible locations where the robot might be. In addition, it
only requires an approximate model of the sensor system and
a qualitative estimation of the robot’s displacement. Thus, the
method presented is able to maintain a coherent representation
of the environment surrounding the robot using imprecise and
unreliable driving measures.

The paper is structured as follows: Section II is devoted
to obtain the position measurements to estimate the robot’s
pose, both sensing and acting; in particular, the detection
and fusion of fuzzy segments during the navigation using the
laser rangefinder to maintain a coherent representation of the
environment around the robot taking into account the different
sources of uncertainty that affect to the measurements for the
sensing and the estimation of the distance traveled by the
robot using a very unreliable steering. Section III is focused
on the fuzzy self-localization method to estimate the robot’s
location using the sensed fuzzy segments. Section IV presents
the experimental validation of the method proposed and finally,
conclusions are presented in Section V.

II. POSITION MEASUREMENTS

This section presents the platform and sensory system, and
also the techniques based on fuzzy logic to obtain the position

(a) (b)
Fig. 2. (a) Assumptions of the kinematics model and (b) differential drive
model to estimate the distance the robot has traveled.

measurements representing the different factors that affect the
uncertainty of these measures. These position measurements,
both relative and absolute, are used to feed the self-localization
method also based on fuzzy logic.

The platform is an ATRV Jr manufactured by iRobot, which
relies on skid steering, i.e., two wheels on each side are linked.
In order to rotate, each wheel pair rotates at a different speed,
which inevitably gives rise to a sliding whenever a rotation is
performed making the odometry quite unreliable. The robot
is further equipped with devices that provide range measures
to obstacles; in particular, 17 sonar mostly pointing forward
and to the sides and a SICK LMS laser rangefinder pointing
forward giving 180 degrees view, although we only use the
scanner in the experiments of this work. The whole system
is shown in Fig. 1, including the local reference system to
calculate the local perceptions and relative displacements.

The techniques used to obtain the relative and absolute
position measurements are outlined below.

A. Position measurements from actions

The wheeled robot is equipped with odometry sensors that
measure the amount each wheel has rotated, which are used
to estimate the relative distance and rotation the robot has
traveled. The odometry measurements consist on one value of
the distance the robot has traveled and one value of the angle
the robot has rotated.

Normally, mobile robots use quite simple mathematical
models to describe their instantaneous motion capabilities. In
addition, these kinematics models make many assumptions
to simplify the calculation of the relative displacement. Our
kinematics model considers trajectories with fixed curvature
during the measure of the displacement, i.e., we are con-
sidering a trajectory of fixed curvature during the sampling,
which is usually valid if the sampling rate is sufficiently high.
Fig. 2(a) shows the local coordinates of a displacement during
the period T . Following these assumptions, the new location
of the robot given the estimation of the velocities < vr, wr >
using the values of the odometers is calculated using the
Equation (1).
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(a) (b) (c)

Fig. 3. Example of Iterative-End-Point-Fit algorithm: (a) initial splitting process given N points, (b) non-stop and (c) stop criterion.
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The estimation of the velocities < vr, wr > is calculated
using the angle rotated by each wheel and the physical
characteristics of the platform. In our case, we are using the
differential drive model that operates with the velocity of each
pair of wheels. This model is derived assuming the balance
conditions shown in Fig. 2(b), where the velocities of each pair
of wheels induce a rotation around the instantaneous center
of rotation I . Equations (2) and (3) estimate the linear and
angular velocities respectively, being vl and vr the velocities
of the left and right wheels respectively.

vr =
vr + vl

2
(2)

wr =
vr − vl

b
(3)

However, this model is only an approximation assuming
each pair of wheels rotates the same angle and have the
same diameter. In practice, wheels usually have slight different
diameters and the physical characteristics of the platform are
not perfect. In addition, slight changes in the velocities of
these linked pairs perform unbalanced conditions that induce
slippages. Skid steering inevitably gives rise to slippages
whenever a rotation is performed. Thus, the uncertainty in
position measures from actions of this robot is high and unpre-
dictable, and the techniques used to deal with this uncertainty
should represent and take into account these factors.

B. Position measurements from perceptions

In order to obtain the absolute position location, we are
using a laser rangefinder as main exteroceptive sensor, which
provides dense and accurate range measures, high sampling
rate, high angular resolution and good range distance. Laser
rangefinders are based on the measure of the time of flight of a
pulse of optical energy emitted against an object which reflects
the signal to the receptor, i.e., they provide the distance to the
closest object in the direction the pulse is emitted. In the case
of scanner lasers, they provide a set of measures in different
orientations (scan) at time t.

In order to address the localization problem, it is paramount
to being able to find out the correspondence between measure-
ments to match: i) the measures sensed at different times and
thus filtering out false detections, and also ii) the measures
with the a priori map provided to the robot in the localization
problem. The most common matching techniques in mobile
robotics are point-based and feature-based matching. Point-
based methods deal with raw data directly, they normally
result extremely complex and inefficient, and therefore they
can not be used directly in high level tasks, at least with an
acceptable performance. Feature-based methods transform the
raw data into high level features, which can be efficiently used
in matching problems. Logically, algorithms based on features
are expected to be more efficient than point-based algorithms.

This work aims to locate the robot on a metric map
known a priori, which is composed of geometric primitives;
in particular, line-segments representing the walls and the
obstacles of an indoor environment. Hence, we should use
the more suitable technique to extract line-segments from the
readings of the laser. Line extraction quality is of paramount
importance for line-based localization because wrong feature
extraction can lead the system to divergence. An evaluation of
the more popular line extraction methods using range sensors
is performed by Siegwart in [21], where the algorithms are
evaluated in terms of complexity, speed, correctness and pre-
cision, being Split-and-Merge algorithm the preferred method
for the localization problem using an a priori map, and the
best choice for real-time applications by its clearly higher
speed. Therefore, we are using a variant of the generic Split
and Merge method to obtain the line-segments from the laser
scans; in particular, a simplified version namely Iterative-End-
Point-Fit algorithm [7], which has been used in many recently
researches [27], [4]. The advantages of this line extraction
method are: i) it only needs two values to tune the method,
while Split-and-Merge algorithm needs three, ii) the algorithm
only splits sets and iii) it does not need to fit the grouped data
to check if the set has to be split again. This method is outlined
below.

The Iterative-End-Point-Fit algorithm evaluates the whole
data set through a line connecting the first and the last points
of the scanning. This line is not the fitted-line of the set, but it
is only a line-segment which has as end-points the first and last
readings of the set to evaluate. Instead of the three parameters
that we have to state in the Split-and-Merge algorithm, we only
have to state two parameters to tune this variant; in particular,
the minimum number of points per line-segment Nmin and
maximum distance to the hypothetical fitted line ρmax. The
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(a) (b)
Fig. 4. (a) Representation of the uncertainty in a line-segment fitted by a
least square method using fuzzy sets (from [8]) and (b) an example of the
fuzzy segments generated by a scan of the laser rangefinder.

other parameter in the generic Split-and-Merge algorithm is
the number of points N to begin the splitting process, being
the total number of points in the initial set in this variant. The
algorithm works as follows:

Step 1: Draw a line-segment between first and last point of
the set s.

Step 2: Detect the point P with maximum perpendicular
distance ρP to the line-segment.

Step 3: If ρP is higher than the threshold ρmax, split s at
P into s1 and s2 and go to Step 2 for both sets.

Stop: When all sets, candidates to line-segments, satisfy
the Step 3 and they contain at least Nmin points.

Fig. 3 shows an example of the Iterative-End-Point-Fit
recursive method. Note this method does not provide a set
of line-segments, it only returns set of readings which are
candidate to be fitted by a line. Hence, after grouping the data
we have to use a fitting method to generate the line-segments.

In order to fit the readings into line-segments, the typical
linear regression using least-squares methods is used. Least-
squares methods minimize the sum of the squares of the
distances between the resulting line and the data of the set,
but these distances depends on the formula used to fit the line.
We are using the orthogonal regression or eigenvector line
fitting because it uses the normal line equation to minimize
the normal distance from the data of the set to the resulting
line. This line equation is able to represent all possible lines,
including vertical and horizontal.

The resulting line-segments are defined as a tuple B={
pρ,pϕ,(xi,yi),(xf ,yf ),N }, where pϕ and pρ are the line
parameters in normal form, (xi, yi) and (xf , yf ) are the
endpoints and N is the number of readings that generates the
line-segment. The endpoints are calculated by the projection
of the bounds of the set over the fitted line.

In addition to the line-segments surrounding the robot at
certain time, the information about the uncertainty of the
sensing position measurements is of paramount importance to
address properly the self-localization problem. In this work,
we are using the fuzzy segment theory proposed by Gasós [8]
to represent and deal with the uncertainty on the real location
of the objects. This approach represents the uncertainty on the
real location of the objects using fuzzy sets, where the degree
of membership to the fuzzy set represents the uncertainty in
the location and fuzzy logic framework is used to match the
degree of similarity between objects represented by fuzzy sets.
In other words, fuzzy logic provides the framework to manage
formally the uncertainty of the observations represented by

Fig. 5. Overall flowchart to obtain the coherent set of fuzzy segments
surrounding the robot using the readings of a laser rangefinder.

fuzzy sets.
Following [8], perceptions are expressed as fuzzy segments,

i.e., the uncertainty of the line-segment parameter pρ is rep-
resented using a trapezoidal fuzzy set tpρ. A fuzzy segment is
defined as a tuple FS=(pϕ, pρ, tpρ, (xi,yi), (xj ,yj), N ), where
tpρ is the trapezoidal fuzzy set representing the uncertainty
in pρ. The uncertainty on the object’s location is influenced
by different factors, which usually depend on the sensory
system, the platform and the processing techniques. In our
case, these factors are the uncertainty of: the measure of each
reading, the fitting or regression using least squares methods,
and possible dead reckoning errors. The uncertainty of the two
first factors is known or can be estimated, while we can not
model the dead reckoning errors because skid steering gives
rise to unpredictable errors. Thus, we have to state a bound
for this kind of errors based on practical experience. Fig. 4(a)
shows the way the uncertainty of the fitting of scatter readings
is represented by a fuzzy set, which is obtained considering
the confidence intervals of the least square method used by
the regression method. Considering the different factors that
influence in the uncertainty of the parameter pρ and assuming
the factors are independent, tpρ is defined as the addition of
the representation of all factors or uncertainties that influence
the parameter pρ, that is, tpρ=tp1

ρ ⊕ tp2
ρ ⊕ . . . ⊕ tpn

ρ .
When the environment around the robot is represented by a

set of fuzzy segments generated by the laser readings at differ-
ent times, the fuzzy logic framework is used to fuse and prop-
agate the uncertainty of these perceptions. Finally, the object
boundaries perceived by the robot are represented by a vector
containing these fuzzy segments M = {FS1, FS2, ..., FSm},
which include an estimation of the uncertainty in the detec-
tions. This vector, namely local perceptual state (LPS), is used
for locating the robot in further processing. Fig. 4(b) shows
an example of a set of fuzzy segments generated by many
laser rangefinder scans. The blue perimeter represents the scan
contour, range measures obtained by the sub-sampling method
are depicted using cyan beams and red segments show the
resulting set of fuzzy segments. Note the uncertainty in the ρ
dimension, width of segments, is quite small because the laser
provides quite good distance estimations.

Fig. 5 shows the overall flowchart to obtain this represen-
tation of the environment surrounding the robot given the
readings of the laser rangefinder. The process is as follows.
The input is the set of readings provided by the laser scan.
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(a) (b)
Fig. 6. Belief induced by the observation of an (a) unique and (b) non-unique
feature.

First, these readings are grouped into sets which satisfy many
linear conditions using the Iterative-End-Point-Fit algorithm,
and then the line-segments are generated from the scatter
points using a least square method. Then, the fuzzy set that
estimates the uncertainty of the detection is calculated by the
addition, following the independent assumption between them,
of the fuzzy sets that represent the different factors that affect
the observation. The resulting set of fuzzy segments is then
merged with the previous representation of the environment
to obtain a coherent representation around the robot and to
remove repetitious information. Finally, the output is a set of
fuzzy segments that represent object boundaries surrounding
the robot.

III. FUZZY SELF-LOCALIZATION

This section describes the method based on a fuzzy grid that
is used to locate the robot in an indoor known environment.
The method uses the set of fuzzy segments and the estimation
of the distance traveled, sensing and acting respectively, to
estimate the robot’s location on the given metric map. This
fuzzy self-localization method was proposed by Buschka in
[6] and extended in [15] to deal with the ambiguity without
addressing the data association problem.

Uncertainty Representation

Because location information may be affected by different
types of uncertainty, such as vagueness, imprecision, ambi-
guity, unreliability, and random noise, the formalism used to
represent the location information should be able to represent
all of these types of uncertainty and account for the differences
between them. Fuzzy logic techniques are suitable in this re-
spect [20], thus location information of an object is represented
by a fuzzy subset µ of the set X of all possible locations [25],
[26]. For any x ∈ X , the value of µ(x) is read as the degree
of possibility that the object is located at x given the available
information.

Following [6], the fuzzy locations are represented in a
discretized format in a position grid: a tessellation of the
space in which each cell is associated with a number in [0, 1]
representing the degree of possibility that the object is in that
cell. For performance reasons, a 2 1

2D possibility grid is used
to represent the robot’s belief about its own pose, that is, its
(x, y) position plus its orientation θ. This simplification allows
to represent multiple hypotheses about different positions, but

Fig. 7. Example of the fusion of many robot’s beliefs induced by non-unique
observations.

only one orientation hypothesis on a given (x, y) position,
which is acceptable in this domain.

Suppose that the robot senses a given feature at time t,
the sensed range and bearing to the feature are represented
by a vector −→r . It knowing the position of the feature in the
a priori map given to the robot, this observation induces a
belief about its own position in the environment. Since there
is uncertainty in the observations, this belief is affected by
the uncertainty. All facets of uncertainty are represented using
fuzzy locations. For every type of feature, the belief induced
at time t by an observation −→r is represented by a possibility
distribution St(x, y, θ|−→r ) that gives, for any pose (x, y, θ),
the degree of possibility that the robot is at (x, y, θ) given the
observation −→r . This distribution constitutes our sensor model
for that specific feature.

The shape of the St(x, y, θ|−→r ) distribution depends on
the type of feature. In the case of unique observations, this
distribution is a rectangle parallel to the sensed feature, being
|−→r | the distance in the (x, y) plane, blurred according to the
amount of uncertainty in the estimation of the range. In the
case of multiple possible observations, the sensor model is the
union of the distributions induced by all possible observations.
Fig. 6(a) shows the example of the belief induced by an unique
observation (red feature) at a certain distance (blue arrows)
which is observable from both sides. The belief has the shape
of two parallel rectangles to the observation with a trapezoidal
section corresponding to the uncertainty of the fuzzy segment,
i.e., the width is the support of the trapezoidal fuzzy set used
by the fuzzy segment. Fig. 6(b) shows the example of the belief
induced by a non-unique detection which is only observable
from one side. The induced belief is composed by the union
of the beliefs of all possible unique distributions, which avoids
deal with the data association problem, although this approach
probably delays the convergence of the localization method.

Self-Localization

The robot’s belief about its own pose is represented by a
distribution Gt on a 2 1

2D possibility grid. This representation
allows us to represent, and track, multiple possible positions
where the robot might be. When the robot is first placed on
the environment, G0 is set to 1 everywhere to represent total
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ignorance. This belief is then updated according to the typical
predict-observe-update cycle of recursive state estimators as
follows.

Predict: When the robot moves, the belief state Gt−1 is
updated to Gt using a model of the robot’s motion.
This model performs a translation and rotation of
the Gt−1 distribution according to the amount of
motion, followed by a uniform blurring to account
for uncertainty in the estimate of the actual motion.

Observe: The observation of a feature at time t is converted
to a possibility distribution St on the 2 1

2 grid using
the sensor model discussed above. For each pose
(x, y, θ), this distribution measures the degree of
possibility that the robot is at that pose given an
observation.

Update: The possibility distribution St generated by each
observation at time t is used to update the predicted
belief state Gt using a fuzzy intersection operator.
The resulting distribution is then normalized.

If the robot needs to know the most likely position estimate
at time t, it does so by computing the center of gravity (CoG)
of the distribution Gt. A reliability value for this estimate is
also computed, based on the area of the region of Gt with
highest possibility and on the minimum bias in the grid cells.
Because the center of gravity given multiple possibilities in
the distribution provides a wrong estimation, outside of all the
possible locations in the world, this reliability value is used to
decide when the robot has obtained a right estimation of its
own location. This is useful, for instance, to decide to engage
in an active re-localization behavior.

In practice, the predict phase is performed using tools from
fuzzy image processing, like fuzzy mathematical morphology,
to translate, rotate and blur the possibility distribution in the
grid [1], [2]. The intuition behind this is to see the fuzzy
position grid as a gray-scale image.

For the update phase, the position grid is updated by per-
forming pointwise intersection of the current state Gt with the
observation possibility distribution St(·|r) at each cell (x, y) of
the position grid. For each cell, this intersection is performed
by intersecting the trapezoid in that cell with the corresponding
trapezoid generated for that cell by the observation. This
process is repeated for all available observations. Intersection
between trapezoids, however, is not necessarily a trapezoid.
For this reason, in our implementation we actually compute
the outer trapezoidal envelope of the intersection. This is a
conservative approximation, in that it may over-estimate the
uncertainty but it does not incur the risk of ruling out true
possibilities.

There are many choices for the intersection operator used in
the update phase, depending on the independence assumptions
that we can make about the items being combined. In our case,
since the observations are independent, we use the product
operator which reinforces the effect of consonant observations.
Fig. 7 shows the result of the intersection between the beliefs
induced by a set of fuzzy segments detected at time t.
Note the result is an unique possible location, although this
representation is able to handle more than one location in the
environment.

(a) (b)
Fig. 8. Experimental set-up of the Atrv Jr robot navigating through a non-
modified environment where there are corridor, doors, radiators and furniture.

This self-localization technique has nice computational
properties. Updating, translating, blurring and computing the
center of gravity (CoG) of the fuzzy grid are all linear in the
number of cells.

IV. EXPERIMENTAL RESULTS

This section presents the experiments to validate the tech-
niques based on fuzzy logic proposed in this work. First, the
experimental set-up is described, then the results of experiment
performed in quite different environments are presented, and
finally these results are discussed. In order to evaluate the
results, the ground truth is manually estimated in strategic
locations during the navigation of the robot.

Experimental set-up

The experiments using the wheeled robot are performed in
two different environments: an office-like environment and the
basement of a building, which is a relative large environment
of approximately 15 × 43 meters. Fig. 8 shows that there
are long corridors, radiators, doors, and office furniture like
chairs and tables in the environments, which are not modified
to perform the experiments. The robot is manually steered
during both experiments using a joystick with the operator
walking behind the robot, most of the time outside the working
area. While the robot is manually driven around the known
environment, the laser rangefinder and odometry readings are
collected to estimate the robot’s location during the experi-
ment. The environments are static, i.e., nothing is in motion
during the experiment runs, except the robot.

The purpose of these experiments is to check if the percep-
tion system is able to maintain a coherent representation of
the environment surrounding the robot and provide properly
information to locate the robot in the known environment,
filtering out the fuzzy segments that do not satisfy the condi-
tions to be considered as walls because the a priori known
map is only composed by line-segments representing the
walls of the world. In addition, these experiments aim to
test if the self-localization method is able to solve the global
localization problem, and then track the robot’s location during
the navigation. The main disadvantage of methods based on
grids is the computational cost in large environments because
the cell resolution limits the accuracy, and a trade off between
cell size and computational cost must be found.
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Experiment in an office-like environment

The dimension of the office-like environment is approx-
imately 12.5 × 9.1 meters. We are using a cell resolution
of 10 centimeters, which is experimentally determined as
trade-off between accuracy and computation cost for the self-
localization method. This resolution generates a fuzzy grid of
125× 91 cells.

In order to evaluate the quality of the estimation, the laser
rangefinder readings are used to obtain the perpendicular
distance to the sensed walls, which is enough information to
triangulate and obtain the ground truth knowing the match
between laser readings and the walls. The ground truth is
manually calculated in strategic locations of the experiment
to obtain the position and heading errors, and also check if
the estimation of the uncertainty is correct.

The localization method is initialized with a belief dis-
tributed along the whole environment, that is, the robot does
not know its own location at the beginning. Then, the robot
starts collecting range measurements. As soon as a feature
is sensed or an action is performed, it is incorporated into
the localization process. The resulting beliefs and the features
sensed are shown in the sequence of the Fig. 9. This figure also
shows the map given to the robot, which consists on a set of
line-segments representing the walls of the office, the real and
estimated trajectories of the experiment, which are obtained
by hand and defuzzificating the fuzzy robot’s belief using the
center of gravity operator respectively, and the bounding boxes
representing the uncertainty of the robot’s position in each
dimension during the navigation.

We have noticed that the fuzzy robot’s belief takes the
form of a unique possible location only using the information
provided by the set of fuzzy segments sensed in the first step
of the experiment. Thus, the localization method only needs
the first three fuzzy segments, depicted in the second figure of
the sequence, to obtain the fuzzy robot’s belief that provides
the robot’s location. The real trajectory, which is manually
calculated, and the estimated trajectory using the fuzzy self-
localization method are shown in Fig. 9(a) when the method
provides a right estimation, i.e., when the reliability value
that estimates the quality of the estimation indicates high
reliability values. Note that the localization method is able to
track the robot’s location using the sensing and acting position
measurements during the rest of the experiment. In addition,
we can observe that the real location of the robot (ground
truth) is always inside the bounding box during the whole
experiment. This bounding box defines an area centered in the
estimated robot’s location, which is obtained by the center of
gravity of the fuzzy grid, where it is the highest possibility that
the robot is inside. Logically, this area considers the dispersion
of the fuzzy grid.

The position and orientation errors are shown in Fig. 10.
These errors are calculated when the self-localization method
estimates high reliability values, i.e., once the localization
has converged. We have noticed that the position error shows
many peaks, which are due to the motion and its uncertainty
model, which induces uncertainty in the robot’s belief in all
directions. In other words, because the robot’s motion is very

(a)

(b) (c)
Fig. 9. Experiment in an office-like environment. (a) Map of the office,
real and estimated trajectories and bounding boxes that bounds the errors in
the estimation. Sequence of the experiment, both (b) fuzzy segments and (c)
robot’s belief are shown at different times.
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(a) (b)
Fig. 10. (a) Position and (b) heading errors of the experiment in an office-like
environment.

unreliable and we are using a very rough motion model,
the robot’s belief increases a lot and if there is not enough
absolute information to reduce this belief again, position error
is increased. Anyway, the position error is less than 30cm
along the whole experiment and sometimes is less than 5cm,
while the orientation error is less than 17 degrees along the
whole experiment. Hence, we can state that the fuzzy self-
localization method is able to track the robot’s location when
the global localization problem is solved.

The computational cost of this method depends of the
cell resolution and the dimensions of the environment. We
have evaluated the timing of this experiment to demonstrate
that it satisfies the real time constraints for this environment
providing good position estimations. Using a Pentium M
at 1,73GHz with 512MB of RAM memory; the acting
operation, i.e., translation, rotation and blur of the fuzzy
robot’s belief consumes 9 milliseconds for this environment,
while the sensing operation consumes 3 milliseconds for each
observation. Considering the detection of 5 fuzzy segments in
average, the localization method consumes 18 milliseconds,
which allows processing the measures provided by the laser
at acquisition rate.

Experiment in a relative large environment

As previously mentioned, the relative large environment is
a basement with long corridors which measures approximately
15.3× 42.6 meters. The cell resolution is also 10 centimeters,
which generates a fuzzy grid of 125× 91 cells.

The ground truth is also manually calculated in strategic
locations of the experiment to obtain the position and heading
errors, and also check if the estimation of the uncertainty
is correct. The processing to obtain this ground truth is the
method described above.

The localization method is also initialized with a belief
distributed along the whole environment, that is, the robot
does not know its own location in the beginning. The resulting
beliefs and the sensed features are shown in the sequence
of the Fig. 11. This figure also shows the map given to the
robot, the real and estimated trajectories of the experiment and
the bounding boxes representing the uncertainty of the robot’s
position in each dimension during the navigation.

(a) (b)
Fig. 11. Experiment in an relative large basement. (a) Map of the basement,
real and estimated trajectories and bounding boxes that bounds the errors in
the estimation. Sequence of the experiment, both (b) fuzzy segments and (c)
robot’s belief are shown at different times.
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(a) (b)
Fig. 12. (a) Position and (b) heading errors of the experiment in an relative
large environment.

We have noticed that the robot should sense many observa-
tions from different locations to solve the multiple possibilities
in the space, i.e., the robot is not able to estimate a unique
possible location using only the fuzzy segments sensed from
the initial position. In the sequence of Fig. 11(c), we can
observe that; the robot does not know its initial location in
the beginning and the robot’s belief is distributed along the
whole field, after some observations the robot’s belief presents
more than eight possible regions where it could be located,
i.e., the localization method is not able to find out the robot’s
pose up to several seconds navigating. When the robot has
traveled a distance, the ambiguity is solved and the real region
of possibility is found. During the rest of the experiment, the
localization method is able to maintain the robot’s belief using
the absolute and relative measurements. We also can observe
that the real trajectory, which is shown in Fig. 11(a), is always
inside the bounding box during the whole experiment.

The position and orientation errors are shown in Fig. 12.
These errors are also calculated when the self-localization
method estimates high reliability values, i.e., once the local-
ization has converged. We also have noticed several peaks in
the position error, even higher than the office-like experiment.
As previously mentioned, these are due to the motion and its
uncertainty model, which induces uncertainty in the robot’s
belief in all directions. The robot’s motion is very unreliable
and we are using a very rough motion model, the robot’s belief
increases much and if there is not enough absolute information
to reduce this belief again, position error is increased. This
problem is more critic in long corridors because the robot’s
belief is increased in all directions but the observations do
not reduce the uncertainty in the direction of the corridor,
and thus the belief is increased without bounds. Anyway, the
results show that the position error is less than 65cm during the
experiment, but most of the time is less than 25cm. Concerning
the heading error, we have not noticed any problem, and it is
bounded in 16 degrees during the experiment, although the
heading error is less than 7 degrees in average.

The computational cost is also evaluated. Besides the rel-
ative large environment, the fuzzy self-localization method
allows processing the measures provided by the laser at an
acceptable rate; in particular, the acting operation consumes 53
milliseconds for this environment, while the sensing operation

consumes 17 milliseconds for each observation. Hence, given
a perception of 5 fuzzy segments in average, the localization
technique consumes 138 milliseconds in average using the
same CPU than the other experiment.

V. CONCLUSIONS

This paper presents the integration of different techniques
based on fuzzy logic for addressing the indoor localization
problem using a wheeled robot with very unreliable odometry
and equipped with a laser rangefinder. For perception, the fuzzy
segment theory is used to maintain a coherent representation
of the environment surrounding the robot, filtering out wrong
detection and removing repetitious information by the inte-
gration of the readings of the laser rangefinder at different
times. For self-localization, this coherent representation of the
environment surrounding the robot is used to feed a fuzzy
localization method based on a fuzzy grid.

The representation of the environment generated and main-
tained by the fuzzy segment theory is merely a local map
of fuzzy segments. This representation consists on a set of
fuzzy segments representing the bounds of the objects in the
environment. In this work, we are only using walls to locate
the robot, thus these fuzzy segments should to satisfy many
conditions to filter out bounds of objects that probably are not
walls and could induce wrong information into the localization
method. The fuzzy segment method combines the information
at segment level, which allows us to fuse the fuzzy segments
generated at different times.

The self-localization method based on a fuzzy grid is fed by
the local map of fuzzy segments generated by the perception
system. This method presents the following advantages; i)
it only needs an approximate sensor model, ii) it is able to
represent the different aspects of uncertainty that affect to the
measures, and iii) it is able to handle the ambiguity in the
location avoiding to deal with the data association problem.
Logically, the main disadvantage of this method is the fact that
the environment is tessellated, and despite of the complexity
is reduced using some simplifications, the computational cost
is high in comparison to other techniques, especially local
methods. This disadvantage is largely compensated by the
stability of the method and its robustness, which are critical
points in local methods with high uncertainty.

The whole system based on fuzzy logic has been experimen-
tally validated in different environments. The experiments have
proved that this approach is able to represent and deal with the
uncertainty properly. In addition, the self-localization method
is able to manage multi-hypotheses without addressing the data
association problem, i.e., it is able to deal with the ambiguity
and solve the global localization problem. In addition, the
method is able to track the robot’s location during the rest
of the navigation.
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